
11 Game Theory I: Basic Concepts
and Zero-sum Games

Game theory studies decisions in which the outcome depends partly on

what other people do. Chess is a paradigmatic example. Before I make

a move, I always carefully consider what my opponent’s best response

will be, and if the opponent can respond by doing something that will

force a checkmate, she can be fairly certain that I will do my best to

avoid that move. Both I and my opponent know all this, and this

assumption of common knowledge of rationality (CKR) determines which

move I will eventually choose, as well as how my opponent will

respond. I do not consider the move to be made by my opponent to be

a state of nature that occurs with a fixed probability independently of

what I do. On the contrary, the move I make effectively decides my

opponent’s next move.

Chess is, however, not the best game to study for newcomers to game

theory. This is because it is such a complex gamewithmany possiblemoves.

Like other parlor games, such as bridge, monopoly and poker, chess is also

of limited practical significance. In this chapter we will focus on other

games, which are easier to analyze but nevertheless of significant practical

importance. Consider, for example, two hypothetical supermarket chains,

Row and Col. Both have to decide whether to set prices high and thereby try

to make a good profit from every item sold, or go for low prices and make

their profits from sellingmuch larger quantities. Naturally, each company’s

profit depends on whether the other company decides to set its prices high

or low.

If both companies sell their goods at high prices, they will both make

a healthy profit of $100,000. However, if one company goes for low prices

and the other for high prices, the company retailing for high prices will sell

just enough to cover their expenses and thus make no profit at all ($0),

whereas the other company will sell much larger quantities and make

234



$120,000. Furthermore, if both companies set their prices low each of them

will sell equally much but make a profit of only $10,000. Given that both

companies wish to maximize their profit, what would you advise them to

do? Consider the game matrix in Table 11.1.

Player Row is essentially choosing which row to play, whereas Col is

deciding which column to play. The row and column chosen by them

together uniquely determine the outcome for both players. In each box

describing the outcomes, the first entry refers to the profit made by Row

and the second entry to that made by Col.

In order to advise Row what to do, suppose that we somehow knew that

Col was going to keep its prices high. Then it would clearly follow that Row

should go for low prices, since a profit of $120,000 is better than one of

$100,000. Now consider what happens if we instead suppose that Col is

going to set its prices low. In that case, Row is effectively making a choice

between eithermaking $0 (if it goes for high prices), or making $10,000 (if it

goes for low prices). Then it would also be better to go for low prices. Hence,

we can conclude that it is rational for Row to go for low prices no matter what

Col decides to do.

Now look at the game from Col’s perspective. If Row chooses high

prices, it would be better for Col to choose low prices, because making

a profit of $120,000 is better thanmaking “only” $100,000. If Row were to

decide on setting its prices low, then it would also be better for Col to

set its prices low, since $10,000 is more than $0. Hence, we can conclude

that it is rational for Col to also set its prices low no matter what Row decides

to do.

Since it is rational for both players to set their prices low, regardless

of what the other player decides to do, it follows that each company will

end up making a profit of only $10,000. This is a somewhat surprising

conclusion. By looking at thematrix above, we can clearly see that there is

another outcome in which both companies would make much more

Table 11.1

Col

High prices Low prices

Row
High prices $100,000, $100,000 $0, $120,000

Low prices $120,000, $0 $10,000, $10,000
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money: if both companies were to decide on setting their prices high, each

company would make a healthy profit of $100,000. However, if both

companies act rationally, then they cannot reach this optimal outcome,

even though it would be better for both of them. This is indeed

a surprising conclusion, which is also of significant practical importance.

For instance, this example explains why companies often try to agree in

secret to set prices high, although government authorities and consumer

organizations do their best to prevent such deals: if big retailers are

allowed to communicate about price levels, and can somehow form bind-

ing agreements about price levels, then the retailers will make a big profit

at the consumers’ expense. In effect, many countries have implemented

legal rules prohibiting the formation of such cartels.

11.1 The Prisoner’s Dilemma

The supermarket-game is an example of a much larger class of games,

known as prisoner’s dilemmas. Before we explain more in detail how games

can be classified as belonging to different classes, we will take a closer look

at this important example.

Imagine that the police have caught two drug dealers, Row and Col.

They are now sitting in two separate cells in the police station. Naturally,

they cannot communicate with each other. The prosecutor tells the pris-

oners that they have one hour to decide whether to confess their crimes or

deny the charges. The prosecutor, who took a course in game theory at

university, also informs the prisoners that there is not enough evidence

for convicting them for all their offenses unless at least one of them

decides to confess. More precisely put, the legal situation is as follows:

If both prisoners confess, they will get ten years each. If one confesses

and the other does not, then the prisoner who confesses will be rewarded

and get away with just one year in prison, whereas the other one will

get twenty years. If both prisoners deny the charges they will neverthe-

less be sentenced to two years for a series of well-documented traffic

offenses. The matrix in Table 11.2 summarizes the possible outcomes of

the game.

To analyze this game, we first look at the matrix from Row’s point of

view. Row can choose between confessing or denying the charges. Suppose

that Row knew that Col was going to confess. Then, Row would essentially
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bemaking a choice between ten or twenty years in prison. Thus, in that case

it would clearly be better to confess and get ten years. Furthermore, if Row

knew that Col was going to deny the charges, Row would in effect be

making a decision between getting either one or two years in prison.

In that case it would, of course, be better to confess and get one year instead

of two. Hence, Row should confess no matter what Col decides to do.

Now look at the matrix from Col’s point of view. There are two slightly

different ways in which Col can reason, both of which are valid and lead to

the same conclusion. First, Col could assume that Rowwill either confess or

not. Then, since the outcome for Col will be better no matter what Row

decides to do – since ten years is better than twenty, and one is better than

two – it follows that Col should confess no matter what Row decides to do.

Hence, both players will confess and end up with ten years in prison each.

This holds true, despite the fact that both prisoners would get just two years

had they decided not to confess.

The second way in which Col could reason is the following. Instead of

considering his best response to all possible strategies made by Row, Col

could simply start from the assumption that Row is rational (common

knowledge of rationality, CKR). As we exemplified above, if Row is rational

he will confess. Hence, if Col knows that Row is rational he also knows that

Row will confess. Hence, there is no need to consider the possibility that

Rowmay not confess. Moreover, since Col’s best response to Row’s strategy

is to confess, we can conclude that both players will confess. Interestingly

enough, the fact that both players are rational forces them into an outcome

that is worse for both of them.

The prisoner’s dilemma shows that what is optimal for each indivi-

dual need not coincide with what is optimal for the group. Individual

rationality sometimes comes into conflict with group rationality.

In prisoner’s dilemmas, rationality forces both players individually to

choose an outcome that is worse, for both of them, than the outcome

Table 11.2

Col

Confess Do not

Row
Confess −10, −10 −1, −20

Do not −20, −1 −2, −2
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they would have agreed on had they acted as a group seeking to mini-

mize the total number of years in prison. In this case, both of them get

ten years instead of two.

It could be objected that a prisoner who is about to confessmust consider

the risk of being punished by the criminal friends of the betrayed prisoner.

However, note that this objection is not compatible with the assumptions

we have made. As the example is set up, the number of years in prison is all

that matters for the prisoners. If we take other possible consequences into

account, we are in effect playing a different game, which is less interesting

from a theoretical point of view. It is not the story about the prisoners that

has made the prisoner’s dilemma famous, but rather the robust mathema-

tical structure of the game.

So how robust is the prisoner’s dilemma? Is there any way in which

rational prisoners could avoid confessing? To start with, suppose that you

doubt that the other prisoner is fully rational. Perhaps he will deny the

charges, even though you know that doing so would be foolish. Does this

change the situation? No. Because it is better for Row to confess, regardless

of what he thinks Col will do. Hence, as long as Row is rational, he will

confess. Furthermore, if Col is rational but feels uncertain about whether

Row is rational, it is nevertheless rational for Col to confess. Hence, both

players should confess no matter what they believe about their opponent’s

capability to choose rationally. Hence, in this particular game (unlike in

some other games to be discussed later on), we can figure out what each

rational player will do without making any strong assumptions about the

opponent’s degree of rationality.

Let us now consider what happens if we assume the prisoners are

somehow able to communicate with each other and thus coordinate their

strategies. Suppose, for instance, that the prosecutor allows the prisoners to

meet in a cell for an hour. The outcome of this meeting will, of course, be

that Col and Row promise each other to deny the charges, since this will

render them just two years in prison. The problem is, however, that both

players are rational. Therefore, when the meeting is over and Row is asked

to make his choice he will reason as follows:

My opponent Col has promised me that he will deny the charges. I am

a rational person, but not a moral one, so I care only about the outcome for

myself. Hence, the fact that I have promised him to deny the charges is
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irrelevant. If I confess and he does not, I will get just one year, which is better

than two. Furthermore, it is also better to confess if Col cheats on me and

confesses. Therefore, it is better for me to confess no matter what Col

eventually decides to do.

Since the game is symmetric, Col will of course reason exactly like Row

and confess. Hence, our initial assumption that the players were not able to

communicate about their plans was in fact superfluous. Rational prisoners

will confess even if they get the opportunity to coordinate their strategies.

This holds true no matter whether they trust that the other player will

respect their agreement.

The prisoner’s dilemma is much more than just an odd and somewhat

artificial example. Prisoner’s dilemmas occur everywhere in society.

The supermarket-game serves as a helpful illustration. For another

example, imagine a number of chemical industries located next to

a beautiful river. Each firm has to decide whether to limit its emissions

of pollutants into the river, and thereby make a slightly lower profit, or

ignore all environmental concerns and maximize its profit. Furthermore,

since the local environmental authority has too little funding, each firm

knows that it is virtually risk-free to pollute. If a firm emits all its

pollutants into the river, it is very unlikely that it will be punished for

it. Furthermore, whether the river stays clean or not does not depend on

what any single firm decides to do. The river will get dirty if and only if

the large majority of firms decide to pollute. Now, the decision to be

taken by each firm can be illustrated in Table 11.3, in which only the

outcomes for Row are indicated.

As can be clearly seen in this matrix, it is better for Row to pollute no

matter what it thinks other firms will do. A large profit and a dirty river is

better than a small profit and a dirty river; and a large profit and a clean river

is better than a small profit and a clean river. Furthermore, this holds true

for all firms. Hence, it is rational for all firms to pollute, and to some degree

Table 11.3

Other firms pollute They do not

My firm pollutes Large profit and dirty river Large profit and clean river

It does not Small profit and dirty river Small profit and clean river
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this explains why so many rivers are so dirty, especially in countries with

weak environmental legislation.

Note that the conclusion that it is better to pollute holds true even if all

firms agree that it would be better, from each firm’s point of view, to

make a slightly smaller profit and keep the river clean, thereby enabling

the families of the board members to use it for recreation. Rationality

prevents the firms from not polluting, even though it would be better for

everyone.

Here is yet another example of a prisoner’s dilemma. The citizens of

a large city have to choose between getting to work either by taking their

own car or by using public transportation. Taking the car is more comfor-

table than traveling by public transportation; however, if everyone decides

to take the car there will be a huge traffic jam. (See Table 11.4.)

Look at Table 11.4 fromRow’s point of view. As you can see, it is better for

Row to take the car no matter what she thinks the other players will do,

because more comfort is better than less and whether there will be a traffic

jam depends on what others do. However, this holds true for everyone; the

identity of Row is irrelevant. Hence, it is rational for everyone to take their

own car, rather than traveling by public transportation. The outcome of this

is likely to bewell known tomost readers of this book: Everyone drives their

own car, and this creates huge traffic jams in most cities around the world.

To travel by public transportation is irrational, given that you care about

your own comfort (and all other differences are negligible). So if you spent

a lot of time in traffic jamswhen commuting to work by car this morning, it

might be good to know that you are at least not doing anything irrational.

But it is perhaps less comforting to know that there is an alternative out-

come that would be better for everyone, namely to accept the slightly lower

comfort on the train or bus and avoid all traffic jams. But as long as people

are rational, we will never reach that outcome.

Table 11.4

Others use cars They use public transport

I take my car Comfort and traffic jam Comfort and no traffic jam

I travel by public

transportation

Less comfort and traffic jam Less comfort and no traffic jam

240 Game Theory I: Basic Concepts and Zero-sum Games



More generally speaking, prisoner’s dilemmas arise whenever a game is

symmetrical, in the sense that everyone is essentially facing the same strate-

gies and outcomes, and the ranking of the outcomes is as in Table 11.5. Note

that the numbers only refer to some ordinal ranking of outcomes. All that

matters is that 4 is better than 3 and 2 is better than 1. In many games, it is

taken for granted that utility is measured on an interval scale, but in the

prisoner’s dilemma this rather strong assumption is superfluous. Since doing

X – which may be any action – dominates not doing X, Row will do X. This

holds true also for Col since the game is symmetrical, so everyone will end up

doing X, and thereby reach the third best outcome. As we have seen from the

examples above, it would not be possible to reach the very best outcome, 4,

since that outcome can only be reached if some other player gets the worst

outcome, 1. However, itwould actually be possible for everyone to reachhis or

her second-best outcome – given that the players were irrational!

The prisoner’s dilemma was first formulated in 1950 by Merill Flood

and Melvin Dresher while working at the RAND corporation in Santa

Monica, and formalized by Albert Tucker, a mathematician working at

Princeton. In the 1970s philosopher David Lewis pointed out that there

is an interesting connection between the prisoner’s dilemma and

Newcomb’s problem. To see this, imagine that you are one of the prison-

ers sitting in a cell thinking about whether to confess or not. Since you

have good reason to believe that the other prisoner is also rational, and

since the game is symmetric, it is probable that the other player will

reason like you. Hence, it is probable that the other prisoner will confess

if and only if you confess; and it is also probable that the other prisoner

will deny the charges if and only if you do so.

However, while sitting alone in your cell you cannot be entirely sure that

the other prisoner will reach the same conclusion as you. Let us say that

your subjective probability is 0.95 that both of you will choose the same

strategy. This means that you are now facing a decision problem under risk,

which can be represented as in Table 11.6.

Table 11.5

They do X They do not

I do X 2, 2 4, 1

I do not 1, 4 3, 3
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As in Newcomb’s problem, the probability of the two states depends on

what you do. If you confess it is very likely that the other player will also

confess, but if you do not the other player is muchmore unlikely to do so.

Suppose that the number of years in prison corresponds exactly to your

cardinal disutility of spending time in prison. Then, your expected utility

of confessing is −9.55, whereas that of not doing so is only −2.9. Hence,

the principle of maximizing expected utility recommends you not to

confess. Now apply the dominance principle to the matrix above.

Clearly, −10 is better than −20 and −1 is better than −2, so the dom-

inance principle recommends you to confess. As in the Newcomb pro-

blem, we have a clash between two of the most fundamental principles of

rationality, the principle of maximizing expected utility and the domi-

nance principle.

This example shows that the doors between decision theory and

game theory are not watertight. Game theory can be conceived of as a

special branch of decision theory, in which the probability of the states

(that is, the course of action taken by other players) depends on what

you decide to do. Of course, this dependence need not be causal.

To emphasize this close relation between traditional decision theory

and game theory also makes a lot of sense from a historical perspective.

As you may recall from the brief summary of the history of decision

theory in Chapter 1, von Neumann and Morgenstern developed their

axiomatization of the expected utility principle as an aid for studying

game theory!

11.2 A Taxonomy of Games

The prisoner’s dilemma is a noncooperative, simultaneous-strategy, symmetric,

nonzero-sum and finite game. In this section we will explain all the italicized

concepts, and a few more. To be exact, we will explain the following

distinctions:

Table 11.6

He confesses He does not

You confess −10, probability 0.95 −1, probability 0.05

You do not −20, probability 0.05 −2, probability 0.95
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• Zero-sum versus nonzero-sum games

• Noncooperative versus cooperative games

• Simultaneous-move versus sequential-move games

• Games with perfect information versus games with imperfect information

• Nonsymmetric versus symmetric games

• Two-person versus n-person games

• Noniterated versus iterated games

In a zero-sum game you win exactly as much as your opponent(s) lose.

Typical examples include casino games and parlor games like chess.

The total amount of money or units of utility is fixed no matter what

happens. The prisoner’s dilemma is, however, not a zero-sum game, simply

because this criterion is not satisfied.

A noncooperative game is not defined in terms of whether the players do

actually cooperate or not. The official definition of a noncooperative game is

a game in which the players are not able to form binding agreements,

because in some noncooperative games players do in fact cooperate.

However, they do so because it is in their own interest to cooperate.

Consider Table 11.7, in which we stipulate that the players cannot coop-

erate in the sense that they first communicate about their strategies and

then enforce a binding contract forcing them to adhere to the agreed

strategies.

In this noncooperative game, rational players will cooperate. This is

because both players know that they will be strictly better off if they

cooperate, irrespective of what the other player decides to do. However,

the game is nevertheless a noncooperative game, since there are no legal

rules or other mechanisms that force players to keep their agreements.

Games that are not noncooperative are called cooperative games.

By definition, players playing a cooperative game can agree on binding

contracts that force them to respect whatever they have agreed on.

In most Western societies, private companies can sometimes play

Table 11.7

Cooperate Do not

Cooperate 5, 5 2, 1

Do not 1, 2 1, 1
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cooperative games with other companies, in which the legal system guar-

antees that each player respects the agreements they have reached with

other players. Such legal rules usually benefit all players.

A simultaneous-move game is a game in which the players decide on

their strategies without knowing what the other player(s) will do.

Hence, it is not necessary that the players choose their strategies at

exactly the same point in time. All that matters is that no player is

aware of what the other player(s) has decided on before making her

move. Rock, paper, scissors, a game played by children in the US and

Europe, is an example of a simultaneous-move game. Both players

announce one of three alternative strategies, called rock, paper or scissors,

without knowing what the other player will do. According to the rules

of this game, paper beats rock, and stone beats scissors, and scissors beats

paper. So if you play rock and I play scissors, you win. Of course, it would

be no fun to play this game had it not been a simultaneous-move game.

If you knew what I was going to play as you decided on your strategy,

you would quickly get bored.

In sequential games the players have some (or full) information about the

strategies played by the other players in earlier rounds. Chess is

a paradigmatic example. For another example, imagine two car manufac-

turers who wish to maximize their profit by offering various discounts to

their potential customers. Both companies make new decisions about their

discount policies as soon as they learn about the other company’s latest

offers; for simplicity, we assume that the first company decides on its

discounts on Mondays, Wednesdays and Fridays, whereas the other com-

pany makes its decisions on Tuesdays, Thursdays and Saturdays. For this to

be a sequential game, it is not essential that each company remember all the

previous strategies played by the other company. It is sufficient that each

player has some information about what the other company has done in the

past.

The most interesting subset of sequential games is that in which the

players have full information about the strategies played by the other

player(s). Games that fulfill this criterion are called games with perfect

information. Hence, all games with perfect information are sequential

games, but not all sequential games are games with perfect information.

Chess is a paradigmatic example of a game with perfect information, as is

the centipede game discussed in Section 11.3.
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Many games studied by game theorists are symmetric, including most

versions of the prisoner’s dilemma. This is because such games are

often easier to study from a mathematical point of view. As briefly

explained in the previous section, a symmetric game is a game in

which all players face the same strategies and outcomes. This means

that the identities of the players do not matter. In Table 11.8 the left-

most matrix illustrates a symmetric game, whereas the rightmost one

illustrates an asymmetric game. Note that in the latter game, Col is in

a better position than Row.

We now come to the distinction between two-person and n-person games.

The games illustrated in the matrices in Table 11.8 are two-person games,

simply because they are played by exactly two players. However, the players

may be single individuals or large organizations such as multinational

companies. It is not the total number of people involved that counts; what

matters is the number of players. An n-person game is a game played by an

arbitrary number of players. Many games are relatively easy to analyze as

long as only two players play them, but theymay become significantlymore

difficult to analyze if played by n players. For instance, if you play Monopoly

against five people instead of just one, you have to think a bit harder before

you decide which strategy to choose. Of course, since n-person games do not

fit in traditional two-dimensional matrices, such games are also more diffi-

cult to illustrate graphically.

The next distinction is between mixed and pure strategies. Briefly put,

to play a mixed strategy means to play a pure strategy with some

probability between zero and one. For instance, to play a mixed strategy

in the prisoner’s dilemma means to confess with probability p and to

deny the charges with probability 1 − p, where p > 0. That is, the player

chooses which pure strategy to play by using some random device.

Mixed strategies are important from a theoretical point of view, because

sometimes it is better to play a mixed strategy rather than a pure one.

Imagine a general who is about to attack his enemy in one of two

Table 11.8

Strat 1 Strat 2 Strat 1 Strat 2

Strat 1 0, 1 0, 0 Strat 1 0, 1 0, 0

Strat 2 0, 0 1, 0 Strat 2 0, 0 0, 1
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alternative places. If he believes that there is a spy in his headquarters,

telling the enemy about his plans, the best thing to do may be to choose

where to attack by tossing a fair coin. This guarantees that the general’s

decision will be a surprise for the enemy.

It is also important to note that some games can go on forever without

coming to an end, whereas other games always end after a finite series of

moves. The former kind of game is called an infinitely repeated game. For

instance, commuters choosing between driving their own car to work or

taking the bus play an infinitely repeated game. (The fact that humans live

only for a finite number of days is of little interest from a purely theoretical

point of view.) Other games are certain to come to an end at some point.

A game of chess cannot go on forever, because the rules stipulate that if one

and the same position arises three times the game is a draw, and there is

only a finite number of possible positions.

The distinction between iterated and noniterated games is also straightfor-

ward and easy to grasp. A noniterated game is played only once, no matter

how many strategies it comprises. An iterated game is played several times.

However, the importance of this distinction is easy to overlook. Sometimes

it makes a huge difference whether a game is played just once. For example,

if the prisoner’s dilemma is presented as a noniterated game, rational

players cannot avoid ending up with the suboptimal outcomes described

above. However, if the game is iteratedmany times (perhaps infinitelymany

times), there is actually another strategy that is better: to play tit for tat.

To play tit for tat means to respond in each round with the same type of

strategy the opponent played in the previous round. Hence, each player will

cooperate if the opponent played a cooperative strategy in the previous

round, but play a retaliative strategy if the opponent did not cooperate in

the previous round.

11.3 Common Knowledge and Dominance Reasoning

All game theorists agree that it would be great to have a single, unified

theory that could be applied for solving all different kinds of games.

Unfortunately, there is no such unified theory. So far, game theorists have

only formulated theories that correctly solve specific subclasses of games

such as, for example, two-person zero-sum games. However, even if there is

no general solution that can be applied to all games, it is worth pointing out
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that many games can in fact be solved by just applying the dominance

principle in a clever way.

The technique to be explained here is based on a number of technical

assumptions, which are commonly accepted by most game theorists.

The first assumption is that all players are rational and therefore try to play

strategies that best promote the objective they consider to be important.

This does not mean that all players must be selfish. Some players may have

a strong desire for performing what appear to be altruistic actions, so if

a rational player pays attention to the well-being of others, he does so just

because he believes that doing so will somehow promote his ownwell-being.

The second assumption is that all players know that the other players are

rational. Hence, it is not just merely the case that all players are rational;

they also know that everybody else is rational. In fact, for theoretical

purposes it is often fruitful to strengthen this assumption even further:

Each player knows that the other player knows that the first player knows that

the other player knows that . . . the player in question is rational. Formulated

in this way, this assumption is sometimes referred to as the assumption of

nth-order common knowledge of rationality (nth order CKR). The third

assumption is simply that the dominance principle is a valid principle of ration-

ality. This assumption is so common that it is sometimes not even listed as

an assumption. However, as we have seen in previous sections, it makes

sense to accept this principle only in cases where one thinks the players’

strategies are causally independent of each other, and if the worries arising

in Newcomb-style problems can be taken care of in one way or another.

To solve a game is to figure out which strategies rational players would

choose if confronted with the game in question. The chosen strategies

determine the outcome of the game. An example is shown in Table 11.9.

Two players have three strategies each to choose from; as usual, the first

number refers to the outcome for Row, and the second number to the

outcome for Col.

Table 11.9

C1 C2 C3

R1 1, 3 2, 2 1, 0

R2 3, 2 3, 3 2, 7*

R3 1, 1 8, 2 1, 4
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In this game, Row will certainly not play strategy R1, since that

strategy is dominated by strategy R2. No matter which strategy Col

decides on, Row will be better off if she plays R2 rather than R1.

Therefore, both players know for sure that Row will play either R2 or

R3. This means that strategy C3 is an attractive strategy for Col, since

she knows that she will not end up with 0. More precisely put, given

that Row will not play R1, strategy C3 dominates C2 and C1. Hence, both

players can conclude that Col will play strategy C3. Furthermore, since

Col will play C3, Row will be better off playing strategy R2 rather than

R3. Hence, if both players are rational and the assumption of CKR holds

true, then it follows that Col will play strategy C3 whereas Row will play

strategy R2. This means that this pair of strategies, marked by an aster-

isk in the matrix, is a solution to the game. Hence, those strategies are

what we should expect the players to choose, given our assumptions

about their rationality and knowledge.

Box 11.1 Dominance reasoning with more than two

players

The dominance reasoning illustrated above is applicable also to games

with more than two players. Let us consider a game with three players

who have only two strategies to choose between: Player 1 has to

choose between A and B; player 2 between F and G; and player 3

between X and Y, respectively. Since it is difficult to represent three-

dimensional matrices on two-dimensional surfaces, we use a slightly

different representation than before. Below, each of the 2 × 2 × 2

possible outcomes is represented by a triple such that the first ele-

ment represents the outcome for the first player, and so on. Suppose

the outcomes are as follows:

(A, F, X) = (1, 6, 9)

(A, F, Y) = (2, 5, 8)

(A, G, X) = (3, 9, 9)

(A, G, Y) = (4, 8, 7)

(B, F, X) = (2, 1, 3)*

(B, F, Y) = (3, 2, 2)

(B, G, X) = (4, 0, 7)

(B, G, Y) = (5, 1, 2)
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So far the dominance principle has directed us toward clear, unambig-

uous and uncontroversial conclusions. Unfortunately, this is not always the

case. There are many games in which no strategies are dominated by the

others. Consider the example in Table 11.10.

First look at Row’s alternatives. Clearly, none of the three alternatives

dominates any of the others. Then look at Col’s alternatives. Again, none

dominates the others. Hence, the dominance reasoning applied above cannot

get started. This means that if we wish to solve this game, we have to find

some other principle or principles telling us what rational players should do.

In this example, the triples (A, F, X) = (1, 6, 9) mean that player

1 chooses A rather than B and gets an outcome worth 1; and

player 2 chooses F rather than G and gets an outcome worth 6;

and player 3 chooses X rather than Y and gets an outcome worth

9. It takes little reflection to see that player 1 will choose B rather

than A, no matter what the other player decides to do. For

instance, if players 2 and 3 play F and X, then strategy B is better

than A; and if the others play F and Y, then B is also better than A,

and so on. This means that none of the sets of strategies listed on

the first four lines will be chosen by the players. Now look at the

remaining four lines. If player 2 knows that player 1 will do B,

then player 2 can conclude that it will certainly be better to

choose F rather than G, since 1 is better than 0 (which one gets

if player 3 chooses X) and 2 is better than 1 (which one gets if

player 3 chooses Y). Now look at the game from the perspective of

player 3. Given that B and F will be chosen by players 1 and 2,

respectively, it is clearly better to choose X rather than Y, since 3 is

better than 2. Hence, the solution to this game is (B, F, X) = (2, 1, 3),

i.e. the fifth line, which has been marked by an asterisk.

It is worth noticing that the total sum of utility of (B, F, X) is just 6

units, which is actually less than the sum of utility realized by all other

sets of strategies. This is yet another illustration of the amazing fact

that collective rationality may conflict with individual rationality.

What is best from a group perspective is not certain to be good for

all individuals of the group. (Note that this point requires that utility

can be somehow interpersonally aggregated, which is a controversial

assumption rejected by many decision theorists.)
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Before we discuss alternative ways of solving games, it is worth pointing

out that there are also cases in which dominance reasoning leads to unac-

ceptable conclusions. The centipede game provides a classic illustration of

this. This game is a finite and sequential two-person game in which the

dominance principle is applied for reasoning “backwards.” Imagine that

Sophie, the mother of Anne and Ben, tells her children that they will have

the opportunity tomake a series of alternatingmoves. Sophie then puts one

dollar in a pot on the table. In her first move, Anne must either let Sophie

add a dollar to the pot or take the dollar and quit the game. If Anne decides

to let Sophie put in a dollar, Benmust either let Sophie add one more dollar

to the pot or stop the game by taking the two dollars on the table. If none of

them stops the game in the first round, more money will be added to the

pot; see Figure 11.1. The numbers at the bottom refer to the possible payouts

to Anne and Ben. D means that Anne plays down (i.e. quits the game by

grabbing the pot), whereas dmeans that Ben plays down. Rmeans that Anne

plays row (i.e. adds a dollar to the pot), and r means that Ben plays row.

Sophie tells her children that the game will be stopped after exactly four

rounds (or a hundred; it does not matter).

Let us see what happens if the dominance principle is applied to this

game. At the last choice node, Ben has to choose between receiving either

$3 (which is the amount he gets if he plays r) and $4 (which he gets if he

plays d). Of course, $4 is better than $3. However, Anne knows that Ben

Table 11.10

C1 C2 C3

R1 1, 3 2, 4 1, 0

R2 3, 3 3, 3 0, 1

R3 4, 2 2, 0 1, 3

0, 2 3, 1 2, 4

3, 3

dDD

R R rr

d

1, 0

1 2 1 2

Figure 11.1
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will reason like this already when Anne is about to make her choice at the

preceding choice node. Therefore, Anne realizes that she is in fact making

a decision between receiving $3 by quitting the game, and adding an extra

dollar and getting $2. She will of course choose the first option. However,

Ben knows all this already as he makes his first move, and $2 is better

than $1, so at that point he would quit the game and take $2. Knowing all

this, Anne will quit the game already at the first choice node and take

the one dollar put on the table by hermother Sophie. Hence, Anne will get

$1 whereas Ben will get nothing.

This analysis seems to be impeccable from a technical point of view, but

the conclusion is nevertheless a very odd one, to say the least. Had Anne and

Ben not been thinking so much about the other player’s behavior they

would have ended up with $3 each. How can it be rational to get $1 or

nothing, when one could have obtained $3 ormore? Since decision theory is

a theory of how to make rational decisions, one may suspect that there is

something wrong with a theory that implies that one will always get $1

instead of $3 or more.

In response to this argument, it should be pointed out that according to

the rules of the game only irrational people could ever get more than $1.

Here is an analogy. Imagine that I promise to give you a million dollars if

you decide to choose irrationally, but nothing otherwise. You want the

money, so it would thus be “rational to choose irrationally.” However, no

theory of rationality could ever avoid this type of potential paradox!

The derivation of the “paradoxical” conclusion does not depend on any

substantial principle of rationality. No matter what principle one uses for

evaluating strategies, it would be “rational to choose irrationally.” This

shows at least two things. First, one may doubt whether this is a genuine

problem. If so, exactly what is the problem? Second, the analogy with

the million-dollar promise indicates that the alleged paradox is not

directly related to the centipede game. As noted above, the problem arises

because of the rules of the game, not because of the principles used for

evaluating alternative strategies. In fact, the dominance principle is not

essential to the centipede game. Analogous conclusions could be reached

also if other principles are applied for evaluating strategies, such as the

principle of maximizing expected utility, or even the principle of mini-

mizing monetary payoff.
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11.4 Two-Person Zero-sum Games

The most extensively researched kind of game is the two-person zero-sum

game. It was thoroughly analyzed already by von Neumann and

Morgenstern in the 1940s. As explained in the taxonomy, a two-person zero-

sum game is characterized by two features. First, it is always played by only

two players (rather than three or four or n players). Second, whatever

amount of utility is gained by one player is lost by the other. Hence, if the

utility of an outcome for Row is 4, it is −4 for Col. This is why the game is

called a zero-sum game. Many casino games are zero-sum games (even

though not all of them are two-person games). For instance, if you play

poker against only one opponent, you win exactly as much as your oppo-

nent loses, and vice versa.

Two-person zero-sum games are much easier to represent in decision

matrices than other games. This is because if we know what the out-

come for Row will be, then we automatically know the outcome for Col.

Hence, two-person zero-sum games can be represented by listing only

the outcomes for one player. By convention, we list Row’s outcomes.

Consider the example in Table 11.11, in which e.g. 7 in the upper right-

most corner means that Row will get 7 units of utility and Col −7 units if

R1 and C3 are played.

Naturally, Row seeks to maximize the numbers in the matrix, whereas

Col tries to keep the numbers as low as possible. The best outcome for Row

is 7, and the worst is−3. However, the best outcome for Col is−3 (since that

means +3 for her), whereas the worst is 7 (that is, −7).

Some but not all two-person zero-sum games can be solved with dom-

inance reasoning. For example, in the game illustrated above no strategy is

dominated by the others. However, despite this, it is easy to figure out what

rational players will do. Consider the pair (R2, C1), marked by an asterisk in

the matrix. If Col knew that Row was going to play R2, then Col would not

Table 11.11

C1 C2 C3

R1 3 −3 7

R2 4* 5 6

R3 2 7 −1
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wish to play any other strategy, since Col tries to keep the numbers down.

Furthermore, if Row knew that Col was going to play strategy C1, Rowwould

have no reason to choose any other strategy. Hence, if that pair of strategies

is played, no player would have any good reason to switch to another

strategy, as long as the opponent sticks with his strategy. We now have to

introduce a technical term.

Definition 11.1

A pair of strategies is in equilibrium if and only if it holds that once this pair

of strategies is chosen, none of the players could reach a better outcome

by unilaterally switching to another strategy.

As explained above, the pair (R2, C1) in Table 11.11 is in equilibrium. If Col

plays strategy C1, Row’s best option is to play R2; and given that Row plays

R2, Col could not gain anything by switching to another strategy. Neither of

themhas any reason to choose any other strategy, given that the other player

sticks to his decision, and this is why (R2, C1) is in equilibrium.

In principle, we could solve a game by analyzing each pair of pure strate-

gies one by one and check whether it is in equilibrium. (Unfortunately, this

procedure does not work for mixed strategies.) However, a much easier way

to find equilibrium strategies of two-person zero-sum games is to find strate-

gies that fulfill the minimax condition. This is a sufficient but not a necessary

condition, i.e. it does not select all equilibria. The minimax condition tells us

that a pair of strategies are in equilibrium if (but not only if) the outcome determined by

the strategies equals the minimal value of the row and the maximal value of the column.

Consider the examples in Table 11.12.

Clearly, in the leftmost example (R1, C3) is in equilibrium according to

the criterion, since 7 is the minimal value of the first row, as well as the

maximal value of the third column. (We indicate this by writing an asterisk

in the corresponding box.) It is also fairly easy to see why the minimax

criterion is a sufficient criterion: Since 7 is the highest value of the column

Table 11.12

C1 C2 C3 C1 C2 C3

R1 9 8 7* R1 4 1* 2

R2 7 −5 6 R2 5 1* 9

R3 4 1 −2 R3 2 −3 −2
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in question, Row would have no reason to choose any other strategy given

that Col plays strategy C3. Furthermore, since 7 is the minimal value of its

row, Col could not do better given that she knew Row was going to play

strategy R1. And this is exactly why (R1, C3) is in equilibrium.

That said, in the rightmost example there are two equilibrium points:

both (R1, C2) and (R2, C2) fulfill the criterion stated above. This is a potential

problem, since there might be a risk that the players seek to achieve

different equilibriums and consequently different strategies, and end up

with an outcome that is not in equilibrium. However, it can be shown that if

there are several equilibrium points, then all of them are either on the same

row or in the same column. Hence, the players run no risk of failing to

coordinate their strategies. For example, in the rightmost example above, it

does not matter whether Row plays strategy R1 or R2; given that Col plays

strategy C2 both alternatives constitute equilibrium points.

11.5 Mixed Strategies and the Minimax Theorem

The minimax criterion stated above is not sufficient for solving every two-

person zero-sum game. For example, in the game illustrated in Table 11.13

no number fulfills the criterion of being the minimal value of its row and

the maximal value of its column.

The absence of a criterion for solving this game is, of course, a serious

matter. Imagine that the matrix illustrates a game played by two great

armies. General Row, the commander of the Horizontal army, is about to

instruct his troops to attack the Vertical army by using one of the three

alternative strategies R1 to R3. General Col has to defend herself against

General Row’s attack by choosing exactly one of the three defense strategies

C1 to C3. It is evident that it is utterly important to find a solution to this

game, if there is one. Indeed, the well-being of millions of people depends

on the strategies chosen by the two generals.

Table 11.13

C1 C2 C3

R1 0 −100 +100

R2 +100 0 −100

R3 −100 +100 0
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Fortunately, there is a solution to this game. That is, there is a pair of

strategies such that no player would have reason to regret their choice

were that pair to be chosen. Briefly put, the optimal strategy for both

generals is to roll a die! General Row should reason as follows: “If

I throw a die and choose each pure strategy with probability 1/3, then

the expected utility of my mixed strategy will be 0, no matter what

probabilities General Col assigns to her strategies.” Furthermore, if

Row knew that Col was going to play the analogous mixed strategy,

then Row would have no reason to switch to any other mixed strategy,

since 0 is then the highest expected utility he could obtain, as will be

explained below.

At this point, General Col should reason in exactly the same way, since

the game is symmetric: “If I throw a die and choose each pure strategy

with probability 1/3, then the expected utility of my choice will be 0, no

matter what probabilities General Row assigns to his strategies.”

As before, if Col knew that Row was going to play the analogous mixed

strategy, then Col would have no reason to switch to any other mixed

strategy, since 0 is then the highest expected utility she would be able to

obtain.

To see how General Row was able to conclude that the expected utility

of playing themixed strategy [R1 1/3, R2 1/3, R3 1/3] has an expected utility

of 0, no matter what the other general decides to do, one may reason as

follows. Let p denote the probability that Col chooses C1, and let q denote

the probability that she chooses C2, and let r denote the probability

that Col chooses C3. Then, Row’s expected utility of playing [R1 1/3,

R2 1/3, R3 1/3] is:

1=3 0p� 100qþ 100rð Þ þ 1=3 100pþ 0q� 100rð Þ þ 1=3 �100pþ 100qþ 0rð Þ
¼ 1=3 0p� 100pþ 100p� 100qþ 0qþ 100qþ 100r � 100r þ 0rð Þ
¼ 0

Naturally, General Col performs the analogous calculations, which show

that the expected utility of [C1 1/3, C2 1/3, C3 1/3] is also 0.

But why is this pair of mixed strategies in equilibrium, then? Let us

apply the same test as before. Given that General Col plays [C1 1/3, C2 1/3,

C3 1/3], General Row can do no better than playing [R1 1/3, R2 1/3, R3 1/3].

For obvious mathematical reasons, no other strategy would yield

a higher expected utility. Furthermore, given that General Row were to
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play [R1 1/3, R2 1/3, R3 1/3], Col could not do better by playing some other

mixed or pure strategy. Hence, the pair ([R1 1/3, R2 1/3, R3 1/3], [C1 1/3, C2

1/3, C3 1/3]) is in equilibrium.

However, in this example the numbers were chosen with great care.

So far we have certainly not shown that every two-person zero-sum game

has a solution, i.e. a pair of strategies that are in equilibrium – and neither

have we said anything about how onemay find that solution. Fortunately, it

has been established that such solutions do exist, and are not that difficult

to find. More precisely put, it can be shown that every two-person zero-sum

game has a solution. Thismeans that there will always be a pair of strategies

that are in equilibrium, and if there is more than one pair they all have the

same expected utility. In Box 11.2 we give a formal proof of this claim.

Box 11.2 The minimax theorem

Theorem 11.1 Every two-person zero-sum game has a solution, i.e.

there is always a pair of strategies that are in equilibrium, and if there

is more than one pair they all have the same expected utility.

Proof For technical reasons, it is helpful to first consider a subset of

the set of all two-person zero-sum games, viz. the set known as the

standard form of the game. (As will be explained below, the proof can

be generalized to hold for all two-person zero-sum games.)

The standard form of a two-person zero-sum game has the structure

shown in Table 11.14.

In this matrix, a, b, c and d are positive utilities such that a > c and

b > c and b > d. It follows directly from the assumptions that no pair of

pure strategies is in equilibrium. Therefore, if an equilibrium exists, it

has to involve mixed strategies. Suppose that Row plays R1 with

probability p and R2 with probability 1 − p, and that Col plays C1

with probability q and C2 with probability 1− q. Now, the probability

Table 11.14

C1 C2

R1 a d

R2 c b
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that Row gets outcome a is pq, and the probability that he gets out-

come d is p · (1 − q), and so on. Hence, the expected utility for Row of

playing a mixed strategy is as follows:

Row’s EU ¼ apq þ dp 1� qð Þ þ c 1� pð Þqþ b 1� pð Þ 1� qð Þ ð1Þ

Hence,

Row’s EU ¼ apq þ dp� dpqþ cq� cpqþ b� bq� bpþ bpq ð2Þ

¼ a� d� c þ dð Þpq þ d� bð Þpþ c � bð Þqþ b ð3Þ

We now introduce a set of constants, which we define as follows:

K ¼ jadc þ bj
L ¼ jd� bj
M ¼ jc � bj
N ¼ jbj

Our initial assumptions that a > c and b > c and b > d imply that

(a− d− c + b) > 0 and (d− b) < 0 and (c− b) < 0. Hence, the formula for

Row’s expected utility can be rewritten as follows, where the con-

stants K, L, M and N are the absolute values of the corresponding

differences above.

Row’s EU ¼ Kpq� Lp�Mqþ N ð4Þ

Note that we can rewrite this equation in the following way. (I do

not expect you to see this immediately, but please feel free to check

that the algebra is correct!)

Row’s EU ¼ K½ p�M=Kð Þ q� L=Kð Þ� þ KN � LMð Þ=K ð5Þ

Look carefully at Equation (5). For Col, it is desirable to insure that

the value of (5) is as low as possible. By letting q = L/K, Col can insure

that the total value does not exceed (KN − LM)/K. Let us suppose that

this indeed is part of an equilibrium strategy. Then, Row could insure

that he gets at least (KN− LM)/K by letting p =M/K. Now, if both players

play these strategies, we clearly see in equation (5) that neither of

them could do better by unilaterallymodifying their strategy. If at least

one of the terms (p − M/K) and (q − L/K) is zero, then the value of the

other term does not matter; the expected utility will nevertheless be

(KN − LM)/K. Hence, we have shown that the following pair of mixed

strategies is always in equilibrium:
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Exercises

11.1 Imagine that you are a fully rational decisionmaker facing a (one-shot)

prisoner’s dilemma. Explain why the outcome of the game will not be

affected if you are allowed to meet and discuss with the other player

before you make your move.

11.2 Can the following games be solved by applying the dominance princi-

ple? If so, what are the equilibrium strategies?

(a)

C1 C2 C3

R1 1, 9 2, 9 0, 9

R2 3, 1 5, 2 2, 1

(b)

C1 C2 C3

R1 1, 3 8, 2 1, 4

R2 3, 2 3, 1 2, 7

R3 1, 5 9, 2 1, 4

(c)

C1 C2 C3

R1 1, 3 2, 4 1, 0

R2 3, 3 5, 2 0, 1

R3 2, 5 2, 0 1, 8

½R1M=K;R2 1�M=Kð Þð �; ½C1 L=K;C2 1� L=Kð Þ�Þ ð6Þ

The strategies in (6) can be used for directly finding a solution to

a two-person zero-sum game. However, to complete the proof we

also have to show that all two-person zero-sum games can be

reduced to the standard form. This is not the right place to give

a watertight proof for this claim, but some clarifying comments are

in order. First, if a–d include negative utilities, we can transform

the numbers into positive ones by doing a positive linear transfor-

mation of the scale. Furthermore, if the restriction that a > c and b >

c and b > d is not met, we can simply switch the rows or prove that

one strategy dominates the other.
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(d)

C1 C2 C3 C4

R1 1, 1 1, 1 1, 4 2, 2

R2 3, 0 5, 2 2, 3 3, 3

R3 1, 1 2, 2 1, 4 8, 2

R4 0, 6 2, 4 1, 7 2, 8

11.3 Consider the suggestion that the prisoner’s dilemma is a Newcomb

problem. Would an evidential decision theorist advise you to confess?

Explain!

11.4 Solve the following two-person zero-sum game by using the minimax

condition.

C1 C2 C3 C4

R1 400 300 350 200

R2 250 700 400 600

R3 500 2000 650 800

R4 0 1200 0 250

11.5 By definition, a noncooperative game is a game in which the players are

not able to form “binding agreements.” Why can we not simply say

that a noncooperative game is a game in which the players do not

actually cooperate?

11.6 Can the following two-person zero-sum games be solved by using the

minimax condition? If so, what are the equilibrium strategies?

(a)

C1 C2

R1 2 −3

R2 5 7

R3 1 7

(b)

C1 C2 C3

R1 4 −3 −7

R2 5 3 7

R3 3 2 −1
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(c)

C1 C2 C3

R1 0 −1 1

R2 1 0 −1

R3 −1 1 0

(d)

C1 C2 C3 C4

R1 1 4 −1 1

R2 −2 3 −2 0

R3 3 6 −4 8

R4 −4 1 −3 7

11.7 The following two-person zero-sum game has no pure equilibrium

strategies. Determine the mixed equilibrium strategies.

C1 C2 C3

R1 −20 20 0

R2 20 0 −20

R3 0 −20 20

11.8 Find the mixed equilibrium strategies in the following game, where

x is any positive number. (You may wish to consult the proof of the

minimax theorem.)

C1 C2

R1 3x 2x

R2 x 3x

11.9 In what sense, if any, can game theory be viewed as an instance of

decision making under ignorance or risk?

11.10 Game theorists routinely assume that all players are rational and

that this is common knowledge. However, sometimes players may

have reason to doubt the rationality of their opponents. Suppose,

for instance, that you believe the probability is seventy percent

that your opponent Col is rational and thirty percent that she is
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insane, in which case she seeks to minimize rather than maximize

her payoff. The payoff matrix for the game in which Col is rational

looks as follows. Which strategy will be played by Row?

C1 C2 C3

R1 0, 2 1, 1 0, 0

R2 2, 1 2, 2 1, 6

R3 0, 0 7, 1 0, 3

Solutions

11.1 The game is noncooperative, i.e. you cannot make any binding agree-

ments. No matter what you agree on it will always be rational to

confess, since this is a dominant strategy.

11.2 (a) (R2, C2)

(b) (R2, C3)

(c) No

(d) (R2, C3)

11.3 If you decide not to confess, this piece of information is evidence for

thinking that the other player will reason like you and not confess.

Given that both players are fully rational, you can treat your own

behavior as evidence of what the other player will do, since the game

is symmetrical.

11.4 (R3, C1)

11.5 Sometimes it is rational for rational decisionmakers to cooperate even

when no binding agreement has been made or could have been made.

For example, the crew of a sinking ship may decide to cooperate to

save the ship and their own lives, without making any binding

agreements.

11.6 (a) (R2, C1)

(b) (R2, C2)

(c) No

(d) (R1, C3)

11.7 ([R1 1/3, R2 1/3, R3 1/3], [C1 1/3, C2 1/3, C3 1/3])

11.8 ([R1 2/3, R2 1/3], [C1 1/3, C2 2/3])
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11.9 Each player has to select a move, without knowing what the other

player will do. Of course, in many decision problems the probability

of the states (themove selected by the other player) is independent of

what move is selected by the player. However, Newcomb-style pro-

blems indicate that this is not always the case. Interestingly enough,

some authors take this line of thought to show that there is no deep,

fundamental difference between game theory and the theory of

individual decision making.

11.10 Row will play R2. There are two game matrices to consider, namely

the one illustrated in the question and the one in which Col’s utilities

are reversed. If the first matrix is the true description of the game,

then R2, C3 will be played. If the reversed matrix is the true matrix

R2, C1 will be played.
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