12 Game Theory II: Nonzero-sum and
Cooperative Games

In the final sections of Chapter 11 we showed that all (two-person) zero-sum
games can be solved by determining a set of equilibrium strategies. From
a purely theoretical perspective, there is little more to say about zero-sum
games. However, nonzero-sum games are more interesting, and require
further attention by game theorists. This chapter gives a brief overview of
what we currently know about nonzero-sum games. First, we will give
a proper introduction to the equilibrium concept tacitly taken for granted
in the previous chapter. We will then go on to analyze a couple of well-
known nonzero-sum games. The chapter ends with a discussion of whether
game theory has any implications for ethics, biology and other subjects,
which some scholars believe is the case.

12.1 The Nash Equilibrium

The prisoner’s dilemma is an example of a nonzero-sum game. This is
because the loss or gain made by each player is not the exact opposite of
that made by the other player. If we sum up the utilities in each box they do
not always equal zero. In the prisoner’s dilemma each prisoner will have to
spend some time in prison no matter which strategy he chooses, so the total
sum for both of them is always negative. To see this point more clearly, it is
helpful to take a second look at the game matrix of the prisoner’s dilemma
(Table 12.1).

Obviously, R2 is dominated by R1, whereas C2 is dominated by C1.
Hence, rational players will select the pair of strategies (R1, C1). It follows
that (R1, C1) is in equilibrium, because if Row knew that Col was going to
confess (play C1), then he would not be better off by switching to another
strategy; and if Col knew that Row was going to confess (play R1), then he
would also be best off by not switching his strategy. The notion of
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Table 12.1

C1: Confess C2: Do not
R1: Confess -10, —10 -1, =20
R2: Do not —-20, -1 -2, —2

equilibrium tacitly employed here was originally proposed by John Nash,
a Princeton mathematician who was awarded the Nobel Prize in Economics
for his contributions to game theory. Nash’s basic idea was very simple:
Rational players will do whatever they can to insure that they do not feel
unnecessarily unhappy about their decision. Hence, if a rational player is
about to play a strategy and knows that he could do something better, given
that his assumptions about the opponent are held fixed, then the player will
not choose the nonoptimal strategy. Only strategies that fulfill this very
simple “not better to switch” test will be chosen. Furthermore, this holds
true for every player. Hence, rational players will always play strategies that
constitute Nash equilibriums.

In his Ph.D. dissertation from 1950 (which is just thirty-two pages long
and written in a surprisingly informal style), Nash defines the equilibrium
concept as follows:

an equilibrium point is [a set of strategies] such that each player’s . .. strategy
maximizes his pay-off if the strategies of the others are held fixed. Thus each
player’s strategy is optimal against those of the others. (Nash 1950a: 7)

Nash’s definition is equivalent to Definition 11.1 in Section 11.4. Other
game theorists have proposed alternative equilibrium concepts. Throughout
this chapter the term “equilibrium” will refer to a Nash equilibrium, except
for in the discussion of evolutionary game theory in Section 12.4, in which we
discuss the notion of evolutionary stable strategies.

Unfortunately, many nonzero-sum games have more than one Nash
equilibrium. This indicates that a game cannot be properly “solved,” i.e.
we cannot figure out exactly what rational players would do, by just apply-
ing Nash’s equilibrium concept. As an illustration of this, we will return to
the game of stag hunt, mentioned in Chapter 1. Recall that two members of
a pre-historical society must choose to either cooperate to hunt for stag, or
go and hunt for hares on their own. If the hunters cooperate and hunt for
stag, each of them will get 25 kilos of meat; this is the best outcome for both
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Table 12.2

C1: Hunt stag C2: Hunt hare
R1: Hunt stag 25, 25* 0,5
R2: Hunt hare 5,0 5, 5*

hunters. However, a hunter who hunts for stag when the other is hunting
for hare gets nothing. This is the worst outcome. A hunter hunting for hare
on his own can expect to get a hare of 5 kilos. See Table 12.2. (Exercise: Make
sure you understand why this is a nonzero-sum game.)

In stag hunt there are two pure Nash equilibria, (R1, C1) and (R2, C2),
marked by asterisks. If Row felt confident that Col was going to play C1,
then Row would have no reason to switch from R1 to R2, and nor would
Col have any reason to switch from C2 to C1 if he knew that Row was
going to play R1. Hence, (R1, C1) is in equilibrium. This also holds true of
the opposite corner of the matrix. If Row knew that Col was going to play
C2, then Row would not be any better off were he to switch from R2 toR1,
and the same is true of Col mutatis mutandis. Hence, if (R2, C2) is played,
then each player’s strategy is optimal against that of the other. (Note that
in this context “optimal” means at least as good as.) Hence, (R2, C2) is also
a Nash equilibrium. In addition to the two pure Nash equilibria, the game
also has a mixed Nash equilibrium. This is not the right place to explain
how to find that equilibrium. (It will be explained in Section 12.5.) For the
time being, I ask the reader to trust my claim that it is (R1 1/5, C1 1/5).
That is, if Col plays C1 with probability 1/5, then it would be optimal for
Row to play R1 with probability 1/5, and vice versa. Each player’s
expected catch will then be 1/5 (25-1/5 + 0-4/[5) + 4/5(1/5-5 + 4/5-5) =
5, and neither of them could expect to gain anything by switching to
another strategy.

So what should we expect from rational agents playing stag hunt, then?
Nash’s equilibrium concept only gives a partial answer to this question.
It eliminates those strategies that will not be played, i.e. (R1, C2) and (R2,
C1), and a number of mixed strategies. But what about the three remaining
equilibrium strategies? Are they all equally reasonable?

Imagine that you are Row. It then seems reasonable to look at stag hunt
as a decision under risk (in which the outcome may or may not be probabil-
istically correlated with the strategy chosen by Col). You therefore assign
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a subjective probability p to the state in which Col plays C1 given that you
play R1, and probability 1 — p to the state in which Col plays C2 given that
you play R1. Furthermore, you assign a probability q to the state in which
Col plays C1 given that you play R2, and a probability 1 — g to the state in
which Col plays C2 given that you play R2. If your utility of meat is linear,
you will thus choose R1 over R2 if and only if 25p + 0(1 — p) > 5q + 5(1 — g).
This inequality can be simplified to p > 1/5. Hence, if your subjective prob-
ability is higher than 1/5 that Col will hunt for stag given that you do so,
then you should also hunt for stag. Furthermore, Col should reason in
exactly the same way, since the game is symmetric. This gives us two clear
and unambiguous recommendations, which may of course be applied to
similar situations mutatis mutandis.

Note that Nash’s equilibrium concept played no role whatsoever in
the alternative analysis. The strategy to be chosen by the other player
was treated as a state of the world, to which we assigned a subjective
probability. So what is the point of identifying the Nash equilibria? Why
not treat (noncooperative) nonzero-sum games as individual decisions
under risk?

Having said that, I would like to make the following point. In the
analysis above, we tacitly took for granted that rational players maximize
expected utility. Some people may find that assumption questionable.
A decision maker who is risk averse to a sufficiently high degree, in either
of the senses explained in Chapter 10, will always hunt for hare, since that
will give him 5 kilos of meat for sure, that is, he runs no risk of ending up
with nothing. Therefore, each player may stop worrying about what the
other player will do, since it is better to be safe than sorry! This leads us to
a conclusion that is familiar from the study of the prisoner’s dilemma:
What is best for each (risk-averse) individual may not be best for the group
as a whole. In order to reach the outcome that is best for a group playing
stag hunt, we have to insure that the players are prepared to take at least
moderate risks.

Some philosophers have used stag hunt for illustrating the importance of
mutual trust among fellow citizens in society. We all benefit from a society
in which people cooperate, but if rational individuals are to start cooperat-
ing they have to trust each other. Furthermore, the benefits of trust always
run the risk of being destroyed by too-risk-averse decision makers. If each

player trusts that his opponent will be willing to cooperate and hunt for
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stag, then the players will be able to reach an outcome that is better for the
group as a whole as well as for each and every individual. However, if there
is no such mutual trust in place, then the better outcome will never be
reached. Hence, it is of utmost importance that we insure that we are
somehow able to establish mechanisms that preserve and increase the
degree of trust we have in our fellow citizens.

Before moving on to discuss other noncooperative games, a final
remark is appropriate. Economists often talk about “Pareto efficient”
states. Briefly put, a state is Pareto efficient if and only if no one’s utility
level can be increased unless the utility level for someone else is decreased.
(R2, C2) is not a Pareto efficient state, but (R1, C1) is. Many economists
think that Pareto efficiency is a plausible minimal normative condition.
Very crudely put, the idea is that all states that are not Pareto efficient
should be avoided. As explained above, individual rationality does not by
any means guarantee that society will reach a Pareto efficient state. If you
believe to a sufficiently strong degree that your opponent will hunt for
hare, then it is rational for you to hunt for hare too, even though the
outcome will not be Pareto efficient. This is yet another illustration of the
importance of promoting trust in a society and insuring that people are
not too risk averse. Because if we do not trust that our fellow citizens will
cooperate, and if we are risk averse, then we will not reach the best

outcomes.

12.2 The Battle of the Sexes and Chicken

We will now consider a slightly different nonzero-sum game. Unlike stag
hunt, this game cannot be dealt with by “merely” establishing a certain
degree of trust among the players. Consider the following story. A newly
married couple wishes to spend some time together. They are thinking of
either going to the opera or attending a football match. They much prefer
doing something together, rather than going alone. However, Row (the
wife) prefers to go to the opera rather than the football stadium, whereas
Col (her husband) has the opposite preference: He prefers to watch foot-
ball rather than listen to opera, but both activities are worth undertaking
just in case Row comes along. For historical reasons, this game has
become known as the battle of the sexes. It is interesting mainly because of
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Table 12.3

C1: Opera C2: Football
R1: Opera 2,1* 0,0
R2: Football 0,0 1,2*

its game-theoretical structure, not because of what it tells us about the
times in which it was created. The old-fashioned story about a married
couple wishing to coordinate their leisure activities could be replaced
with any story about two players seeking to coordinate their strategies,
in which the payoff matrix looks like in Table 12.3.

The battle of the sexes is a noncooperative game. This holds true even if
we assume that the players are able to communicate and make agreements.
The point is that there is no way in which players can form binding agree-
ments. Of course, Row could threaten Col to treat him badly in the future if
Col refuses the offer to go to the opera, but if that threat is to be taken into
account the payoff matrix would be different. From a game-theoretical
point of view, we would then be dealing with a different game, which is
much less interesting. (To make the game look more plausible we could of
course modify the story a bit. Let us suppose that the players are stuck in
different parts of the city, and that they are unable to communicate because
one of them left his or her mobile phone at home. Now, this is still the same
game, since its payoff matrix is exactly the same.)

The battle of the sexes has two pure equilibria, (R1, C1) and (R2, C2).
In addition to this, the game also has a mixed equilibrium, namely (R1 2/3,
C1 1/3). So how should we expect rational players to play? Each player
seems to be justified in starting off from the assumption that both players
are very likely to reason in the same way. However, in order to illustrate
why this assumption creates problems, let us suppose that you are Row.
You feel that you will choose R1, since that may give you a payoff of
2 rather than 1. Then Col will of course choose C2 for exactly the same
reason. However, the problem is that then both of you will get 0, and this is
bad for both of you. Furthermore, had you instead felt inclined to prefer
R2, never mind why, then Col would under the current assumption prefer
C1, for exactly the same reason, and this also leads to an outcome that is
bad for both of you. The analogous point can also be made for a number of

mixed strategies.
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In the battle of the sexes, it is rather difficult to see how the players could
actually manage to reach one of the Nash equilibria. Under reasonable
assumptions about how the other player will reason, it seems almost certain
that they will fail to reach an equilibrium point. If correct, this spells serious
trouble for Nash. If he is right, rational players would never choose (R2, C1)
or (R1, C2). But here we have suggested an argument for thinking that one of
those pairs of strategies would actually be chosen. So what has gone wrong?
There is currently no agreement on this in the literature. I leave it to the
reader to make up her own mind.

Let us also show how the battle of the sexes could be treated as an
individual decision under risk or uncertainty. Of course, each player’s
choice would essentially depend on what she thinks the other player will
do. For instance, if you are Row and assign probability 1 to the state in which
Col plays C1 (irrespective of what you do), then you should of course play R1.
Note that (R1, C1) is a Nash equilibrium, so then everything is fine.
Furthermore, if you are able to assign a precise (subjective or frequentistic)
probability to what you think your opponent will do, then you can calculate
which mixed strategy you ought to play.

However, one can easily imagine situations in which the player is not
prepared to assign any probabilities to what the opponent is likely to do.
Perhaps the people who are about to meet up are not a married couple,
but rather two distant relatives who have not met for years. Then it may
make little sense to assign probabilities to the behavior of the opponent.
Put in the language of subjective probability theory, the assumption
that the player’s preferences over uncertain prospects are complete
may be false. So what should a rational player do? Again, there is little
agreement in the literature. As before, I leave it to the reader to make up
her own mind.

Before closing this section we will consider another example of a famous
nonzero-sum game. This game is known as chicken, and its payoff matrix is
given in Table 12.4.

Table 12.4

C1: Straight C2: Swerve

R1: Straight —-100, —100 1, -1*
R2: Swerve -1, 1* 0, 0
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Here is the story explaining why the game is called chicken. Two drivers
are driving at high speed straight toward each other. If neither of them
swerves, they will both crash and die. The utility of dying is, say, —100. For
both players the best outcome is achieved if and only if the other swerves,
because a driver who swerves is called “chicken.” For simplicity, we assume
that the utility of being called chicken is —1, while that of not swerving if
the other does is 1. If both swerve each gets 0 units of utility.

Stag hunt and the battle of the sexes are examples of coordination games,
in which both players benefit from cooperating. Chicken is, on the other
hand, an anti-coordination game. Both players benefit from choosing differ-
ent strategies. Of course anti-coordination is also a question of coordina-
tion, so the importance of this distinction should not be exaggerated. As
in the previous examples, there are two pure Nash equilibria (you should
be able to find them yourself by now) and one mixed equilibrium, viz.
([R1 1/100, R2 99/100], [C1 1/100, C2 99/100]). However, just as before, it is
far from clear how rational players should reason to reach equilibrium, and

which of these three points they would ultimately reach.

12.3 The Bargaining Problem

Up to this point we have focused on noncooperative games. Recall that
noncooperative games are games in which the players are unable to form
binding agreements on how to coordinate their actions. In this section we
will discuss a famous cooperative game, known as the bargaining game.

Someone has put $100 on the table. Row and Col are offered to split the
money between the two of them. The rules of the game are very simple. Each
player has to write down his or her demand and place it in a sealed envelope.
If the amounts they demand sum to more than $100 the players will get
nothing. Otherwise each player will get the amount he or she demanded.
The players are allowed to communicate and form whatever binding
agreements they wish.

The bargaining game is an idealization of a situation that arises fre-
quently in many parts of society. For example, if an employer and a labor
union agree on more flexible working hours, the company may make
a larger profit, say an additional 100 million. But how should the employer
and the labor union split this surplus? If they are unable to reach an
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Table 12.5

C1: 580 C2: 520
R1: $80 0, 0 $80, $20
R2: $20 $20, $80 0, 0

agreement, neither of them will get anything. Or imagine two small firms
that have signed a contract with a multinational corporation to supply
a certain product. The project is so huge that neither of the small firms
can supply the product without the help of the other. Therefore, if they do
not agree to cooperate, neither of the firms will make any money. But how
should they split the profit?

Before analyzing the general version of the bargaining game, it is helpful
to take a look at a slightly less complex version: Row and Col get the
opportunity to split $100 between the two of them, but according to the
rules of the simplified game, either Row must take $80 and Col $20, or Row
must take $20 and Col $80. Otherwise they both end up with $0. As before,
the players are allowed to communicate and bargain. The payoff matrix for
the simplified game is given in Table 12.5.

The matrix illustrates two striking facts about the simplified bar-
gaining game. First, its structure is very similar to the noncooperative
game the battle of the sexes in Section 12.2. (I leave it to the reader to
verify this by transforming the utility scales.) Hence, it is hardly sur-
prising that the simplified game has more than one Nash equilibrium.
The two pure ones are (R1, C2) and (R2, C1), and given that each
player’s utility of money is linear, the mixed solution is ([R1 8/10, R2
2/10], [C1 8/10, C2 2/10]). So it seems that we are facing the same old
problem again.

Moreover, since the simplified bargaining game is just a version of
a well-known noncooperative game, it is natural to think that the distinc-
tion between noncooperative and cooperative games is not that important
after all. Many contemporary game theorists argue that cooperative games
can essentially be reduced to noncooperative ones. On their view, we
cannot make sense of what it means to make a binding agreement unless
we first show how such agreements can arise in noncooperative games.
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Thus, noncooperative games are in a certain sense more fundamental than
cooperative ones.

All this said about the simplified bargaining game, it is now time to
analyze the general version of the problem. At first glance, things seem to
be even worse here. This is because every possible way to split the $100
constitutes a Nash equilibrium (as long as no money is left on the table).
To see this, imagine that you are Row and that you are fully certain that Col
will demand $99. Then, given that Col will demand $99, your best option is
to demand $1; if you decide to demand more, both would get nothing.
Hence, your best response to Col’s demand for $99 is to accept $1.
The same holds true no matter which positive numbers $x and $100 — x > 0
we replace for $99 and $1, respectively.

So how should we solve the general bargaining problem, with its
plethora of equilibria? Nash himself made a very clever proposal. He
hypothesized that rational players facing the bargaining problem would
agree on four axioms. The axioms stipulate some conditions for what would
be required of a rational solution of the problem. Nash then went on to
show that there is actually just one way of dividing the money that fulfills all
four axioms. Hence, there is a unique best way to divide the money, and if
the players are sufficiently rational they will find this solution.

If correct, Nash’s solution may have important implications for ethics and
political philosophy. Many philosophers believe that individuals wishing to
share a common good have to agree on some substantial ethical principle,
such as egalitarianism or prioritarianism. However, if Nash is right, no such
substantial ethical principle is necessary. As long as we agree on the purely
formal ethical principle that any agreement made among rational individuals
is morally acceptable, we will always be able to solve all problems of distri-
butive ethics by applying Nash’s axioms. Since these axioms only deal with
what it is rational to do, we have reduced an ethical problem to a problem of
rationality. The only ethical assumption we make is that any agreement
made among rational individuals is morally acceptable. (We will return to
this assumption in the last section of the chapter.)

So what does Nash’s solution to the bargaining problem look like? Briefly
put, Nash showed that if Row were to gain u(x) units of utility by getting
$x dollars and Col v(100 — x) units from getting $100 — x (where 100 — x > 0),
then rational players will always agree to divide the money such that the
product u(x) - v(100 — x) is maximized. Furthermore, if three or more players
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are playing the game, they will agree to maximize the product u(x4) - v(x5) -
w(x3)- ..., where the x’s refer to the money received by each player.
Hence, if each player’s utility gain is directly proportional to the money
she gets, then in a two-person case, they will get $50 each, because 50 - 50
= 2500 is the maximal value of x - (100 — x) for all x such that 100 > x > 0.
This is a remarkable result. It means that there is only one Nash solution to
the bargaining problem, despite the fact there are infinitely many Nash
equilibria.

The axioms proposed by Nash, from which this conclusion is derived, are
the following.

Nash equilibrium Whatever rational bargainers agree on, the chosen
strategies will be a Nash equilibrium.

Irrelevance of utility representation The chosen strategies should be
invariant to the choice of vNM utility function to represent a player’s
preferences.

Independence of irrelevant alternatives The solution to the bargaining
problem does not depend on whether irrelevant strategies (i.e. strategies
that are not preferred by any player) are removed or added to the set of
alternative strategies.

Symmetry The players’ strategies will be identical if and only if their utility

functions are identical.

We will refrain from stating the axioms formally, and hence also from
giving a proof of the theorem. However, a few comments might be
appropriate. To start with, note that the first axiom implies that the
solution the players agree on must be a Pareto optimum. Because if one
player could get more utility, without any cost for the opponent, then he
would rationally demand that, and the chosen strategies would not be in
equilibrium. The second axiom, according to which it does not matter
which interval scale the agents use for representing utility, is fairly
uncontroversial. Indeed, it would be very odd to claim that the rational
solution to the bargaining problem depended on how utility was
represented.

The third axiom, the principle of irrelevant alternatives, is essentially
the same principle we discussed in Section 3.4, in the discussion of the
minimax regret rule. The basic idea is simple. Imagine that a strategy x is
preferred over y, and that there is also a third alternative z that is worse
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than both of them. Now, if we remove strategy z from the set of alterna-
tives, then the preference between x and y must remain the same. Nash
expressed this idea in the following slightly more general way: “If the set
T contains the set S and ¢(T) is in S, then ¢(T) = ¢(S),” where ((S) is the
solution point in a set of alternative strategies S. If you found the counter-
example we gave to the principle of irrelevant alternatives in Chapter 3
convincing, you could easily reformulate the example (by “reversing” the
order in which the alternatives are presented) and use it against Nash’s
axiom.

Finally, the symmetry axiom is meant to “[express] equality of bargaining
skill” (Nash 1950b: 159). To see why, imagine that two players have identical
utility functions. Then, if one of them manages to get more than half of the
money, the only explanation would be that that player’s bargaining skills
are better. However, in an idealized analysis like the present one, it makes
sense to assume that both players are equally clever; therefore Nash pro-
posed that the players must have equal bargaining skills. That said, it could
be objected that Nash actually assumes much more. By assuming that both
players will get equally much if their utility functions are equal, Nash in
effect presupposed that all other factors than the shape of the players’ utility
functions are irrelevant. Nash explicitly adopted von Neumann and
Morgenstern’s theory of utility. However, the vNM theory is of course
fully compatible with the thought that rational players bargaining about
some good ought to pay attention to other things than the utility of the good
in itself. Perhaps rational players should agree to give a larger fraction to the
player who deserves it, or to the player who needs it most. Of course, this does
not show that Nash’s assumption about equal bargaining skills is unreason-
able, but the assumption is surely not as uncontroversial as it might first
appear to be.

12.4 Iterated Games

If you face the standard version of the prisoner’s dilemma, you typically
have no reason to think that you will ever face the same decision
again. However, in many cases this restriction to one-shot games
makes little sense. Some games are played many times. Recall the exam-
ple with people commuting to work in the city center, who may choose
between going by public transportation or driving their own car. They
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also face a version of the prisoner’s dilemma, but this game is iterated
every day, week after week.

Game theorists have discovered that the equilibrium strategies will
sometimes be different in iterated games. To explain why this is so, we
need to distinguish between two kinds of iterated games: finitely and
infinitely iterated games. As explained in Section 11.2, a finitely iterated
game is a game that is iterated a finite number of times. It follows (together
with the assumptions we make about the players) that as the last round of
the game is played, then the players know that they are playing the last
round of the game. However, infinitely iterated games are not like that.
No matter whether the game is actually played an infinite number of times,
there is no point in time such that the players know in advance that they are
about to play the last round of the game.

The distinction between finite and infinite games makes a huge differ-
ence to the analysis of iterated games. Suppose, for example, that Row
and Col play the iterated prisoner’s dilemma a finite number of times. As
they are about to play the last round they both know that it is the last
round of the game, and they both know that the other player knows this.
Hence, in the last round both players will confess, that is, play the domi-
nant strategy, since each player knows they will be better off no matter
what the other player decides to do. In this last round it would be pointless
to worry about how the opponent may react to a move in the next round,
since there is no next round. Furthermore, as the players are about to play
the penultimate round, they both know that each of them will confess in
the last round. Hence, a player who decides to cooperate (deny the charges)
knows that she will not be rewarded for this in the next round. The other
player will confess no matter what happens. Knowing all this, it is clearly
better for each player to confess (that is, play the dominant strategy) also
in the penultimate round. By using backwards induction, it follows that
both players will confess also in the pre-penultimate round of the game,
and so on and so forth. The conclusion of this analysis is simple:
In a finitely iterated prisoner’s dilemma rational players will behave in
exactly the same way as in the one-shot version of the game. Each player is
best off confessing, because that will yield the best outcome for the
individual. However, from a group perspective the players are of course
much worse off. It would be better for both of them if they could somehow
cooperate. This is the same old clash between individual rationality and
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group rationality we encountered in the analysis of the one-shot prisoner’s
dilemma.

Now consider the infinitely iterated prisoner’s dilemma. As pointed out
above, we need not stipulate that the game will actually be iterated an
infinite number of times. The crucial assumption is that there is no point
at which the players know in advance that the next round of the game will
be the last one. Every time the players make their moves, they believe to
some nonzero degree that the game will be played again, against the same
opponent. This stops the backwards induction argument from getting off
the ground. In order to emphasize this point, infinitely iterated prisoner’s
dilemmas are sometimes called indefinitely iterated prisoner’s dilemmas.
In an infinitely or indefinitely iterated game, each player may thus adjust
her next move to what the opponent did in the previous round. In a certain
sense, the players may observe each other’s behavior and learn more about
what strategies are most likely to be played by the opponent.

Here is an example. If my opponent in the indefinitely iterated prison-
er’s dilemma has been cooperative and played the mutually beneficial
strategy ninety-nine times out of a hundred in the past, I may conclude
that she is likely to cooperate next time too. But does this mean I should
cooperate? Of course, in a one-shot prisoner’s dilemma it is always better
for me not to cooperate (by confessing), no matter what I think my oppo-
nent will do. However, because I am now playing an indefinitely iterated
prisoner’s dilemma, I must also take into account how my opponent will
“punish” me in the next round if I confess in this round. Suppose that the
opponent has been cooperative in the past just because I have also been
cooperative in the past. Then it is probably not worth trying to gain a small
amount of utility in this round by playing the myopically dominant strat-
egy. An effect of that may be that the opponent stops cooperating in the
next round. So it is better for me to cooperate, even though I would be
better off in this round by not cooperating. Game theorists have proposed
a clever strategy that explicitly takes this kind of reasoning into account,
called tit for tat. It is defined as follows: Always cooperate in the first round,
and thereafter adjust your behavior to whatever your opponent did in the
previous round.

Thus, in the second round you should cooperate if and only if the
opponent cooperated in the first round, and refrain from doing so (“con-
fess”) if the opponent did so in the previous round. If both players adopt this
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strategy, they will achieve outcomes that are much better than those
achieved by players always playing the dominant, noncooperative strategy.
Furthermore, the tit-for-tat strategy can be modified in various ways, by
introducing probabilistic conditions. For example, in real life it would make
sense to introduce a condition that prevents a player from always playing
a noncooperative strategy if the opponent failed to cooperate. Perhaps the
opponent accidentally made a mistake, without having any intention of not
trying to cooperate. (This is sometimes called the “trembling hand” hypoth-
esis.) Hence, even if the opponent did not cooperate and you are playing tit
for tat, it might be wise to modify your strategy such that the probability
that you cooperate against a noncooperative player is not equal to zero.
Perhaps you should give him a ten percent chance to show that he actually
prefers to cooperate and that his previous move was caused by an uninten-
tional mistake.

In order to further clarify how indefinitely iterated prisoner’s dilemmas
differ from the finitely iterated version of the game, it is helpful to consider
anumerical example. In order to keep the example as simple as possible, we
shall make the somewhat unrealistic assumption that both players play the
grim trigger strategy, and that this is common knowledge. The grim trigger
strategy is a version of tit for tat in which each player cooperates in the
initial round of the game, as well as in every future round, as long as the
other player also cooperates. However, as soon as the other player defects,
the player will defect in all future rounds of the game, no matter what the
other players does. The upshot of this is that a noncooperative move will
never be forgiven.

Under what conditions is it rational for players playing the grim trigger
strategy to cooperate? Utility is measured on an interval scale, so without
loss of generality we can set the utility of the outcome in which both players
do not cooperate to zero. To make sure that the game is a prisoner’s
dilemma, we stipulate that A>B > 0> D.

Table 12.6

C1: Cooperate C2: Do not

R1: Cooperate B, B D, A
R2: Do not A, D 0, 0
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If both players cooperate in every round, and the probability is p in each
round that that round is not the last, then the expected utility of cooperat-
ing is B+ pB + p?B + p®B = B/(1 — p) for each player. Let us combine this
insight with the observation that a player who does not cooperate in the
current round will get A units of utility in this round and 0 in all future
rounds (because the opponent plays the grim trigger strategy). It now fol-
lows that it is rational for each player to cooperate in the current round if
and only if B/(1 — p) > A, which entails that each player will cooperate as
long as p > 1 — (B/A). So if the utility of A is, say, 3 units and that of B is
1 unit, then it is rational for each player to cooperate as long as the prob-
ability is at least 2/3 that the current round is not the last.

Does all this mean that it is rational to play tit for tat with the grim trigger
strategy in an infinitely iterated prisoner’s dilemma? Note that if both
players were to play this strategy, they would reach a Nash equilibrium.
That is, for each player it holds true that if he thinks the opponent will play
the grim trigger strategy, then he is also best off by playing the grim trigger
strategy. Unfortunately, this is not a convincing argument for claiming that
the grim trigger strategy is rational, since there are many other Nash
equilibria. For example, if you knew that your opponent was always going
to play the noncooperative move, then you would be best off by also playing
the noncooperative move. Therefore, the pair of strategies in which both
players choose noncooperative moves (by always “confessing”) also consti-
tutes a Nash equilibrium.

In fact, the situation is even worse. According to the folk theorems of game
theory - so called because they formalize pieces of knowledge known by
game theorists long before the theorems were formally proved and pub-
lished - it holds that virtually any “feasible” payoff can be an equilibrium
outcome, given that the player is sufficiently “patient.” This is not the right
place to explain in detail what the technical terms “feasible” and “patient”
mean, since that requires more advanced mathematics than is appropriate
for this book. However, the overall message should be clear: Iterated games
have far too many equilibria! If we wish to provide general solutions to
iterated games, we need a theory of equilibrium selection. So far no one
has proposed any convincing theory for this. Empirical studies show that tit
for tat does really well in game tournaments, but this is of course not
sufficient reason for concluding that it is also the most rational strategy.
There is currently a lot of research going on in this area.



12.5 Game Theory and Evolution

12.5 Game Theory and Evolution

John Maynard Smith, a British biologist with a background in engineering
and mathematics, proposed in the early 1970s that game theory could help
shed light on evolutionary processes. Many biologists found his ideas use-
ful, and game theory is nowadays an important tool in biology.

In evolutionary game theory, the “players” are usually different sub-
groups of a species, which differ with respect to some biological character-
istics. It is not necessary to assume that players (i.e. subgroups) know that
they are playing a game, or that they are aware that they choose among a set
of alternative strategies. The theoretical framework imported from game
theory can be successfully applied without making any assumptions of why
or how the players choose their strategies. However, the equilibrium con-
cept adopted in evolutionary game theory is slightly different from Nash’s
equilibrium concept. It can be shown that every evolutionary stable strategy
(ESS) is part of a Nash equilibrium, but not every Nash equilibrium has only
evolutionary stable strategies. The basic idea behind the notion of evolu-
tionary stable strategies is fairly simple. Imagine that a certain subgroup of
a species, say rats living in New York, can either play the hawk strategy
when meeting other rats, which is a more aggressive strategy in which at
least one rat is likely to be badly injured, or the dove strategy, which is more
forgiving. Currently, the New York rats play hawk with probability p and
dove with probability 1 — p. (This can either be taken to mean that the
corresponding proportions of rats in New York play these strategies, or that
each individual rat randomizes. In the present discussion it does not matter
which interpretation we choose.) Now imagine that another group of rats
arrive in New York from nearby New Jersey. They play the hawk strategy
with some other probability q and the dove strategy with probability 1 — q.
The mixed strategy played by the New York rats is in an evolutionary stable
equilibrium if and only if it has a higher expected utility than that played by
the New Jersey rats. That is, if the mixed strategy played by the New York
rats is in equilibrium, then it will not change after the New Jersey rats have
arrived; on the contrary, the New Jersey rats will start to learn that they
would fare better if they were to adopt the strategy played by the New York
rats. In this context, the loose term “fare better” and the slightly more
formal term “expected utility” should, of course, be interpreted as fitness
for survival.
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Table 12.7

C1: Hawk C2: Dove
R1: Hawk —4, —4 3, 0
R2: Dove 0, 3 2, 2

Formally, a strategy x is evolutionary stable if and only if the following
conditions hold. Let EU(x, y) be the expected utility of playing strategy
x against someone playing strategy y.

(i) EU(x, x) > EU(x, y) for all y.
(ii) EU(x, x) > EU(y, %) or EU(x, y) > EU(y, y) for all y.

In order to illustrate how Maynard Smith’s equilibrium concept can be
applied for explaining evolutionary processes, it is helpful to consider the
hawk-dove game; see Table 12.7. A closer inspection reveals that the
hawk-dove game is in fact equivalent to the game of chicken discussed in
Section 12.2; it is just the motivation of the payoff matrix that is a bit
different. It goes like this: If both players choose the aggressive strategy
(hawk), then they fare much worse than if they are less aggressive (i.e. play
dove). However, the best outcome for each player is to play hawk while the
other plays dove.

If analyzed in the traditional way, the conclusion is that the hawk-dove
game has three Nash equilibria, two pure and one mixed one, and that it is
not clear which one rational players would choose. The two pure Nash
equilibria are (R1, C2) and (R2, C1). However, before proceeding it is now
time to also explain how to find the mixed Nash equilibrium. Imagine that
you are an average rat from New York playing against other New York rats.
Clearly, if the strategy played by the other rats is part of a mixed Nash
equilibrium, then your expected utility of playing R1 and R2 must be equal.
Otherwise you would have a decisive reason for preferring either R1 or R2,
and by assumption this is not the case. Hence,

EU(R1) = EU(R2) (1)
Hence, we have:
EUR1) = —4q+3-(1—q)=3-7q (2)

EUR2) =0q+2-(1—q) =2-2q (3)
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It follows that
q=1/5 (4)

Hence, Rowrat can conclude that Colrat will play hawk with probability
1/5. Since the game is symmetric, it follows that Rowrat must also play hawk
with probability 1/5; otherwise Colrat would have a decisive reason for
playing either C1 or C2 with probability 1. Let us see how this fits
with Maynard Smith’s equilibrium concept. Clearly, neither of the pure
Nash strategies is an evolutionary stable strategy, since they do not meet
the conditions stipulated above. (I leave it to the reader to verify this.)
However, playing hawk with probability 1/5 does meet the conditions, as
can be easily verified by carrying out the appropriate calculations.

We are now in a position to explain what will happen if a New Jersey rat
arrives in New York. It can expect to meet a New York rat playing hawk with
probability 1/5. It follows from what has been said about the equilibrium
concept that the best response for the New Jersey rat is to also play hawk
with probability 1/5. Hence, if the New Jersey rat used to play hawk with
a probability g > 1/5 while living in New Jersey, because that was an
equilibrium strategy in its old environment, then the New Jersey rat will
on average be worse off in New York than a New York rat. The New Jersey rat
is not choosing the best response. Hence, the New Jersey rat would do better
to adjust its strategy. Otherwise it will accumulate a low average utility and
ultimately go extinct in its new environment. Similarly, if the New Jersey rat
plays hawk with some probability g < 1/5, it will also fare worse than the
average New York rat. So only those New Jersey rats who manage to adjust
their behavior will make it in New York!

The reasoning outlined above is meant to provide a rough sketch of how
tools from game theory can be applied in a biological context.
Unsurprisingly, the analysis can be modified to incorporate much more
sophisticated ideas, such as the thought that organisms sometimes take
on different roles and play games that are asymmetric. It is beyond the
scope of this brief introduction to describe how game theory can be applied

to explain more complex evolutionary processes.

12.6 Game Theory and Ethics

Game theory is sometimes used for settling disputes within ethics and poli-
tical philosophy. In this section we will discuss to what extent, if any, such
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claims are warranted. Let us start with Nash’s solution to the bargaining
problem. Many authors have argued that this formal result provides an
answer to what is perhaps the most fundamental question in distributive
ethics: How should a group of people divide a set of resources among them-
selves? As explained above, Nash showed that rational bargainers would agree
on a unique solution to the bargaining problem. All that is needed for figuring
out how to rationally divide a set of resources among a group of people is
information about the shape of their individual utility functions. Then, given
that Nash’s axioms of rationality are accepted, it follows that players will
agree to divide the resources such that the product of their individual utility
functions is maximized. According to some economists, this is also a strong
reason for thinking that resources ought to be distributed in that way.

However, the professional philosopher will no doubt start to feel a bit
uneasy at this point. First, it is rather tempting to criticize some of Nash’s
axioms, as explained above. Second, and more importantly, it seems that if
the economists are right, Nash’s result would constitute a counterexample
to the widely accepted Hume’s law, which holds that no moral statement
can be derived from a set of purely nonmoral statements. Nash’s axioms are
statements about rational behavior, not statements about what it would be
morally right to do. That said, no one, not even Nash, would claim that the
moral conclusion that we ought to realize from the Nash solution follows
from his axioms alone. If this moral conclusion is to be entailed, we actually
need to add a “bridge-premise” that links Nash’s result in game theory to
ethics. In this case, the bridge-premise will hold that whatever a group of
people rationally agree on ought, morally speaking, to be implemented.
If this bridge-premise is added to the argument, then a moral conclusion
could indeed be deduced from Nash’s axioms.

So should we accept this bridge-premise closing the gap between ration-
ality and morals? I think not. One can easily imagine normative reasons for
not seeking to achieve what rational people have agreed on. For instance,
what they have agreed on may have negative consequences for others.
In that case, every reasonable consequentialist theory of ethics should
take the well-being of everybody into account, not only the well-being of
the rational players playing the bargaining game. Furthermore, not all
ethicists are as concerned with utility maximization. Some ethicists assign
moral importance to concepts such as rights, duties and virtues, which need
not be considered by rational players accepting Nash’s axioms. Imagine, for
instance, a version of the bargaining game in which my equilibrium
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strategy involves ignoring duties, rights and virtues. In that case it is rational
in the instrumental sense discussed by game theorists to play that strategy,
but it would certainly not be ethical.

The prisoner’s dilemma has also been the subject of much debate
among moral philosophers. It is tempting to argue that players who coop-
erate are more ethically praiseworthy than other players. However, note
that such conclusions fall outside game theory itself. Given that we accept
Hume’s law, no moral conclusion can follow from purely nonmoral
premises.

That said, game theory may nevertheless be used by ethicists for justify-
ing ethical conclusions in ways that are not at odds with Hume’s law.
A famous attempt to use tools from game theory for reasoning about ethics
has been proposed by David Gauthier. Very briefly put, Gauthier argues that
it is rational to cooperate in the finitely iterated prisoner’s dilemma if one
thinks one is playing the game against a cooperatively minded opponent;
otherwise it is rational to play noncooperative strategies. Gauthier articu-
lates this claim by distinguishing between two kinds of utility maximizing
players, viz. straightforward maximizers who always play the dominant strat-
egy and refuse to cooperate, and constrained maximizers who cooperate with
fellow constrained maximizers but not with straightforward maximizers.
Having clarified this distinction, Gauthier then goes on to show that from
each individual’s point of view, it is rational to be a constrained maximizer
rather than a straightforward maximizer. Hence, it is rational to cooperate,
given that all the standard assumptions of game theory are met.
Furthermore, Gauthier also argues that it would be rational for each indivi-
dual to cooperate, or rather adopt the normative rule to be a constrained
maximizer, even if a number of the standard assumptions are not met.
Those relaxations are normatively important, because they make his results
more applicable to real-world decision making.

The upshot of Gauthier’s analysis is that self-interested rational con-
strained utility maximizers will come to agree on certain “moral” rules.
One such rule is to cooperate when facing the prisoner’s dilemma. Hence,
in a certain sense, it is rational for every one to be moral. However, Gauthier
is of course aware of Hume’s law, so to justify his moral conclusion he also
argues for the bridge-premise, holding that whatever self-interested rational
individuals agree on, this ought to be accepted as a valid moral conclusion.
There is a vast scholarly literature on whether Gauthier’s defense of (what
I call) the bridge-premise and his general approach to ethics is successful.
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Exercises

12.1

12.2

12.3

12.4

Find all pure Nash equilibria in the following games.

(@)

C1 C2

R1 3,5 0, 4
R2 1,0 20, 30

(b)

C1 c2
R1 0,8 2,2
R2 8,0 3,3

Find all pure Nash equilibria in the following games.

(a)

C1 Cc2 C3

R1 0,2 2,2 2,3
R2 4,4 3,3 1,2
R3 3,2 1,3 0,2

(b)

C1 Cc2 C3

R1 0,2 2,2 2,3
R2 4,4 3,3 1,2
R3 3,2 1,3 0,2

Consider the game below. It is a version of a coordination game known
as the battle of the sexes.

(a) What is a coordination game?

(b) Find the pure Nash equilibria of this game.

C1 C2
R1 1,1 4,2
R2 2,4 1,1

Recall Nash’s solution to the bargaining game. One of the conditions
he proposed for deriving his solution was the principle of irrelevant



12.5

12.6

12.7

12.8

12.9

12.10

12.11

Exercises

alternatives, holding that the solution to the bargaining problem does not

depend on whether irrelevant strategies (i.e. strategies that are not preferred

by any player) are removed from or added to the set of alternative strategies.

Can you construct a realistic scenario in which this condition is

violated?

Many games have more than one pair of equilibrium strategies. Does

this show that game theory as we currently know it is an incomplete

theory? Discuss.

It is sometimes pointed out that cooperative games can in a certain

sense be “reduced to,” or “derived from,” noncooperative games.

What does this mean? That is, what is the relation between coopera-

tive and noncooperative games?

(a) What is an iterated game?

(b) What does it mean to play tit for tat in the iterated prisoner’s
dilemma?

(a) What does the term “evolutionary stable strategy” mean?

(b) Is evolutionary game theory a descriptive theory, or a normative
theory, or something else?

Find all pure and mixed Nash equilibria in the following nonzero-
sum games.
(@)

C1 C2
R1 -3,-3 3,0
R2 0,3 1,1
(b)

C1 Cc2

R1 0,3 4,2
R2 6,2 3,3

Does evolutionary game theory presuppose that biological entities
like animals and plants make rational decisions?

Which equilibrium concept do you think makes most sense, Nash’s
or the ESS concept used in evolutionary game theory? Does it make
sense to maintain that different equilibrium concepts should be used
in different contexts? Why/why not? Discuss!

285



286

Game Theory II: Nonzero-sum and Cooperative Games

12.12 Many philosophers have attempted to establish a link between game
theory and ethics. How can such attempts overcome Hume’s law,
according to which no moral conclusions can be derived from purely
nonmoral premises?

Solutions

12.1 (a) (R1, C1) and (R2, C2)

(b) (R2, C2)

12.2 (a) (R1, C1) and (R1, C3)
(b) (R1, C3) and (R2, C1)

12.3 (a) Coordination games are games with multiple pure Nash equili-
bria. If played only once, we cannot foresee exactly how players
will behave. This gives rise to a number of practical problems.

(b) (R1, C2) and (R2, C1)

12.4 Cf. the counterexample to the analogous principle for decision mak-
ing under ignorance in Chapter 2. If two players participate in
a bargaining game, the relative value of some alternatives may
depend on alternatives that are not chosen, simply because the rela-
tional aspects of the old alternatives may change as new alternatives
are introduced.

12.5 Ileave it to the reader to make up her own mind on this issue.

12.6 See Section 12.3.

12.7 (a) A game that is played several times by the same players, and is
known to be played several times by the players.

(b) Always cooperate in the first round, and thereafter adjust your
behavior to whatever your opponent did in the previous round.

12.8 (a) See Section 12.5.

(b) Evolutionary game theory is descriptive.
12.9 (a) (R1, C2), (R2, C1) and (R1 2/5, C1 2/5)
(b) (R11/2,C11/7)
12.10 No. The theory merely presupposes that biological entities behave in
accordance with the prescriptions articulated in the theory.
12.11 I'will leave it to the reader to develop her own answer.
12.12 I'will leave it to the reader to develop her own answer.



