13 Social Choice Theory

Megan, Joe and Nick have decided to spend the summer holiday together.
Unfortunately, they disagree on where to go. The set of alternatives includes
Acapulco (a), Belize (b) and Cape Cod (c). Everyone in the group agrees that it
would be fair to make the decision by voting, and their preferences are as

follows.

Megan prefers ato b, and b to c. (@a=b>c¢)
Joe prefers b to ¢, and c to a. (b>c>a)
Nick prefers c to a, and a to b. (c>a>Db)

It seems plausible to maintain that, conceived of as a group, the friends
prefer a to b, because in a pairwise choice a will get two votes (from Megan
and Nick) whereas b will get just one (from Joe). Furthermore, the group
prefers b to ¢, because b will get two votes (from Megan and Joe) and c one
(from Nick). Finally, the group also prefers c to a, because c will get two votes
(from Joe and Nick) and a one (from Megan). However, by now the voting
rule has produced a cyclic preference ordering: a is preferred tob, and b to c,
and c¢ to a. This holds true although none of the individual preference
orderings is cyclic.

The observation that the majority rule can give rise to cyclic preference
orderings is not a novel discovery. This point was extensively analyzed
already by the French nobleman Marquis de Condorcet in the eighteenth
century. Nowadays this result is known as the voting paradox. It serves as
a classic illustration of the difficulties that arise if a group wishes to aggre-
gate the preferences of its individual members into a joint preference
ordering. Evidently, if group preferences are cyclic, they cannot be choice
guiding. (But why not roll a die and let chance make the decision? Answer:
This does not explain why one option is better than another. It can hardly be
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better to spend the summer in Acapulco because a die landed in a certain way
on a particular occasion.)

Social choice theory seeks to analyze collective decision problems. How
should a group aggregate the preferences of its individual members into
a joint preference ordering? In this context, a group could be any set of
individuals, such as a married couple, a number of friends, the members
of'a club, the citizens of a state, or even all conscious beings in the Universe.
In fact, if it is true, as has been claimed by some authors, that single
individuals can entertain several parallel preference orderings simulta-
neously, then the group could even be a single individual. (“I prefer to
smoke a cigarette, but I also prefer to quit smoking.”) Obviously, this
suggestion requires that preferences are not defined in terms of choices,
but in some other way.

Readers familiar with distributive ethics and theories such as utilitarian-
ism, egalitarianism and prioritarianism will recognize that social choice
theory is essentially addressing the same type of problem. Utilitarians argue
that we should prefer one option over another if and only if its sum-total of
utility exceeds that of the latter. Therefore, utilitarians would argue that
there is a much simpler solution to the problem of social choice, viz. to just
add the utilities of all individuals and pick some option that maximizes the
sum-total of utility. Egalitarians and prioritarians maintain that intuitions
about equality should also be taken into account in the decision-making
process. A drawback of all these proposals is that they require interpersonal
comparisons of utility. If Anne’s utility is 5 and Ben’s is 6, then it makes sense
to infer that the sum-total of utility is 11 only if we can somehow justify the
assumption that Anne’s utility is directly comparable with Ben’s. For many
decades, decision theorists have been skeptical about the possibility of
making such interpersonal utility comparisons. Inspired by the logical
positivists in the 1930s, it was concluded that there is no empirically mean-
ingful way to test claims about interpersonal utility comparisons. In what
follows we will accept this dogma, even though it seems clear that some
interpersonal comparisons are surely possible. For example, it is obvious
that the utility of a transplant heart for a patient dying of a heart disease is
far greater than the utility of the same transplant heart for a healthy person.
Anyone who denies this suffers from an overdose of philosophical wisdom.
(But the decision theorist could reply: Exactly what does “utility” mean
here? What would the precise technical definition be?)
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13.1 The Social Choice Problem

Social choice theory attempts to analyze group decisions as precisely as
possible. To achieve this aim, social choice theorists have to make their
normative assumptions very explicit. A social choice problem is any decision
problem faced by a group in which each individual is able to state ordinal
preferences over outcomes. This means that each individual’s preferences
must satisfy the axioms stated in Section 5.1 (completeness, asymmetry and
transitivity). Once all individuals have stated such ordinal preferences we
have a set of individual preference orderings. The challenge faced by the social
choice theorist is to somehow combine the individual preference ordering
into a social preference ordering, that is, a preference ordering that reflects the
preferences of the group.

A social state is a state of the world that includes everything that indivi-
duals care about. In the holiday example, the social states are Acapulco,
Belize and Cape Cod. For another example, consider a society choosing
between a high tax level, moderate taxes and low taxes. In this case, each
tax level corresponds to a social state. The term social welfare function (SWEF)
refers to any decision rule that aggregates a set of individual preference
orderings over social states into a social preference ordering over those
states. The majority rule is an example of an SWF. We can also construct
more complicated voting rules, which give some individuals more votes
than others, or stipulate that the group should vote repeatedly among
pairwise alternatives and exclude the least popular alternative in each
round.

All these concepts can, of course, be defined formally. To start with, an
individual preference ordering can be conceived of as a vector (i.e. a list of
ordered objects), I = [a, b, ¢, d, {e, f}, g h, ...], in which the first object is
preferred to the second, and so on. If some objects are equi-preferred, then
we include the set of those objects as elements of the vector, i.e. {¢, f} means
that e ~ f, and so on. Thus, all individual preference orderings in society can
be represented by a set of vectors G = {[, K, L, .. .}. It is important to under-
stand what kind of thing G is: This is a set that consists of individual
preference orderings. In the holiday example, G is thus the set of the
following vectors: [ = [a, b, c|, ] = |b, ¢, a], K = [, a, b]. However, instead of
using this somewhat awkward notation, we will write I: a > b > c and so on.
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The aim of social choice theory is to analyze if and how a set of
individual preference orderings G can be aggregated in a systematic man-
ner into a social preference ordering S. From a mathematical point of
view, the social preference ordering S is just yet another vector that lists
the group’s preference ordering over the objects its individuals hold
preferences over. It is natural to stipulate that an SWF is a function
from G to S. This means that the very general question, “How should
society make its decisions?” can be reformulated and rendered much
more precisely by asking: “Given an arbitrary set of individual preference
orderings G, which SWF would produce the best social preference order-
ing S?”

It may be helpful to illustrate the technical concepts introduced above in
an example. Imagine four individuals, M, N, O and Q, who are about to
aggregate their preferences over a set of objects, {a, b, ¢, d, e, f}. Their
individual preference orderings are as follows.

a-b>c-d>-e>f
b-a>=c-e>d>f
a~b-d>c>e>f
a-b>c-d~e>f

ke zEkE

How should we aggregate the preference orderings of M, N, O and
Q into a social preference ordering S? For the purpose of illustration, we
will consider the majority rule once again. We already know that this
rule cannot provide a satisfactory solution to our problem, but it is
helpful to gain a deeper understanding of why. So what would happen
if individuals M, N, O and Q were to vote? Clearly, two of them prefer
a to b, whereas one is indifferent, and one holds the opposite prefer-
ence. Hence, S should list a before b, that is, society prefers a to b.
By counting all the “votes,” the reader can check that a society accept-
ing the majority rule will aggregate their preferences into the following

group preference:

S a>=b>c-d>=e>f

In this particular example, it turns out that the preference ordering of the
group is identical to that of individual M. This is, of course, very fortunate
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for M. However, note that the majority rule does not in general privilege
individual M. For example, if individual Q were to prefer b to a, then the
majority would switch, and society would prefer b to a. Hence, S would no
longer coincide with M. From a normative point of view, this is very plau-
sible. Social choice theorists articulate this intuition by claiming that every
normatively reasonable SWF should be nondictatorial, which means that it
must not be the case that S always coincides with the preference ordering of
a particular individual. Let us make this assumption explicit. Basically, the
idea is that no individual should be allowed to be a dictator. In order to
express this intuition in a technical language we introduce the following
definition:

Definition 13.1

A group D (which may be a single-member group), which is part of the
group of all individuals G, is decisive with respect to the ordered pair of social
states (g, b) if and only if state a is socially preferred to b whenever every-
one in D prefers a to b. A group that is decisive with respect to all pairs of
social states is simply decisive.

Now consider the following desideratum, which is meant to capture the
intuition that no individual should be allowed to be a dictator:

Nondictatorship No single individual (i.e. no single-member group D)
of the group G is decisive.

Evidently, the majority rule meets this condition. We showed above
that M is not a dictator, and it can easily be seen that no individual will be
a dictator as long as the majority rule is accepted. That said, we have already
outlined another reason for being a bit suspicious about the majority rule.
As illustrated in the holiday example, the majority rule will sometimes
generate cyclic preference orderings. This indicates that it cannot be
applied as a general recipe for resolving social choice problems. Social
choice theorists therefore stipulate that a reasonable social decision rule
must produce a social preference ordering that meets the ordering condi-
tions stated in Section 5.1. That is, for every possible combination of individual
preference orderings, an SWF must produce a social preference ordering
that is complete, asymmetric and transitive. Let us add this assumption to
our list of desiderata:
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Ordering: For every possible combination of individual preference order-
ings, the social preference ordering must be complete, asymmetric and
transitive.

Clearly, the majority rule is ruled out by the ordering condition. Some social
preference orderings generated by the majority rule are cyclic. However,
the modified version of the majority rule that uses randomization for
avoiding cyclic preference orderings is not ruled out. Having said that,
however, such a modified majority rule is ruled out by our initial assump-
tion that an SWF is a function from the set of individual preference orderings
to a social preference ordering. If something is a function, it must always
produce the same output S whenever we insert the same input G. The
modified majority rule does not meet this requirement.

13.2 Arrow’s Impossibility Theorem

In his doctoral thesis, economist Kenneth Arrow (1951) proved a remarkable
theorem. It gained him instant fame, as well as the Nobel Prize in
Economics. Very briefly put, what Arrow proved is the following: There is
no social welfare function (SWF) that meets the conditions of nondictator-
ship and ordering, as well as two additional conditions to be introduced
shortly. This result is widely known among academics as “Arrow’s impossi-
bility theorem.” A natural interpretation is that social decisions can never
be rationally justified, simply because every possible mechanism for gen-
erating a social preference ordering - including the majority rule - is certain
to violate at least one of Arrow’s conditions. Arrow’s result received massive
attention in academic circles. In the 1960s and 1970s, many people took
the theorem to prove that “democracy is impossible.” However, the present
view is that the situation is not that bad. By giving up or modifying some of
Arrow’s conditions one can formulate coherent SWFs that are not vulner-
able to impossibility results. Today, the theorem is interesting mainly
because it opened up an entirely new field of inquiry.

In order to state and prove Arrow’s theorem, we must first state the
conditions it is derived from. Arrow explicitly required that if everyone in
the group prefers a to b, then the group should prefer a to b. This assump-
tion is known as the Pareto condition, after the Italian economist Vilfredo
Pareto. Below we state the Pareto condition in a somewhat unusual way,
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by taking advantage of the notion of decisiveness introduced in the
preceding section.

Recall that a group of people is decisive with respect to the ordered pair
(a, b) if and only if it turns out that society prefers a to b whenever everyone
in the group prefers a to b; and if the group is decisive with respect to all
states, it is simply decisive. The Pareto condition can therefore be stated as
follows.

Pareto The group of all individuals in society is decisive.

Essentially, this formulation of the Pareto condition stipulates that if
everyone in society prefers one social state over another, then society
must rank those two social states in the same way. This is a weak normative
assumption.

Arrow’s fourth and last condition is a bit more complex. This condition is
known as independence of irrelevant alternatives. It is different from the princi-
ple with the same name discussed in Chapter 3, which is a principle for
individual decision making under ignorance. On the present version of the
principle, the social ranking of, say, a and b should depend only on indivi-
dual preferences over that pair of social states. In particular, the social
ranking of a and b must not depend on how some third (irrelevant) social
state c is ranked by the individuals. To see why this seems to be a reasonable
condition, consider the following example: In the Old days, society pre-
ferred a to b, simply because Old Mark and Old Nicole agreed that a is better
than b. Suppose that,

0Old Mark: a-b=c
0Old Nicole: c-a>b

However, in the New society things are a bit different, but the only
difference is that object c is ranked differently:

New Mark: c-a>b
New Nicole: a>=c>b

Since New Mark and New Nicole still agree that a is better than b, the New
society must also prefer a to b. How c is ranked is irrelevant when it comes to
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determining the social preference between a and b. Consider the following

formulation of this condition.

Independence of irrelevant alternatives If all individuals have the
same preference between a and b in two different sets of individual
preference orderings G and G/, then society’s preference between a and
b must be the same in G and G'.

This condition is more controversial than the others. The problem is that
it effectively excludes all SWFs that are sensitive to relational properties
of the individual preference orderings. Imagine, for instance, an SWF that
assigns one point to each individual’s most preferred social state, and two
points to the second-best social state, and so on. We can then imagine
that the social preference ordering is generated by adding the total
number of points for each social state, and thereafter ordering them
such that the most preferred social state is the one with the lowest
number of points, etc. This seems to be a fairly reasonable SWF, which
tallies well with our intuitions about democracy. However, this SWF is
not compatible with the condition of irrelevant alternatives. Consider the
following example.

U. c¢c>b>a U:c-b>=a
Vi brar=c Vic=b=a
W: a=c+b W:c=a=b
S: a~b~c S:c>b>a

In the leftmost example, each alternative gets the same number of
points. Hence, all three alternatives are equi-preferred in S. However, the
individual preference orderings to the right can be obtained from the
leftmost ones by simply putting the ¢’s in different positions. The order
between a and b remains the same in all preference orderings to the right.
Despite this, the order between a and b is not the same in S and S’, which
is a clear violation of independence of irrelevant alternatives. This indi-
cates that this condition is a very strong one, and it is far from obvious
that an SWF cannot be normatively reasonable unless it meets this con-
dition. (A possible reply to this objection is to try to weaken the condition
a bit, but this is not the right place to discuss alternative formulations.)
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We are now in a position to state and fully grasp Arrow’s impossibility
theorem. What Arrow showed was that no SWF satisfies independence of
irrelevant alternatives, Pareto, nondictatorship and the ordering condition,
unless society has just one member or the number of social states is fewer
than three. A proof of this claim can be found in Box 13.1.

Box 13.1 Arrow’s impossibility theorem

Suppose that there are at least three distinct social states and that the
number of individuals in society is finite but greater than one. Then,

Theorem 13.1 No SWEF satisfies independence of irrelevant alter-
natives, Pareto, nondictatorship and the ordering condition.

The proof given below, first published by Sen, is shorter and
more elegant than Arrow’s original version. The main idea is to
show that whenever ordering, Pareto and independence of irrele-
vant alternatives are satisfied, then some individual in society
must be a dictator. Hence, the condition of nondictatorship fails
whenever the others are accepted. The proof is based on two
simple lemmas.

Field-Expansion Lemma If a group D is decisive with respect to
any pair of states, then it is decisive.

Proof Letaand b be a pair of social states such that D is decisive with
respect to (a, b), and let x and y be some arbitrary social states. We now
have to show that D is decisive also with respect to (x, y). First, we apply
the ordering condition. Let everyone in D prefer x >~ a > b > y, while
those not in D prefer x - a and b > y, and rank the other pairwise
combination of social states in any way whatever. Since we assumed
that D is decisive with respect to (a, b), society prefers a to b.
By applying Pareto, we find that society prefers x to a and b to y,
because those in D and not in D agree on this. The social preference
ordering is thus as follows: x - a > b > y, and because of transitivity, it
follows that x > y. Now, if the social preference ordering x > y is
influenced by some other individual preferences than preferences
over x and y (that is, preferences obtaining between other social states

than x and y), then that would constitute a violation of the principle of
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irrelevant alternatives. Hence, by assuming that D is decisive with
respect to (a, b), we have shown that society must as a consequence
of this prefer x >~ y, given the preference orderings stipulated above.
So society prefers x to y because everyone in D prefers x to y. Hence,
according to the definition of decisiveness, D is decisive with respect
to (x, y). 0

Group-Contraction Lemma If a group D (which is not a single-
person group) is decisive, then so is some smaller group contained
in it.

Proof Consider a decisive group D and partition it into two groups D’
and D”. Let all individuals in D’ prefer a > b and a > ¢, and let all
individuals in D” prefer a - b and c - b. There are two cases to consider.
First, if a > c¢ in the social preference ordering, then group D’ would
clearly be decisive with respect to that pair, since the preferences of
the other individuals played no role in the derivation of the social
preference ordering. We now come to the second case. Note that
group D’ is not decisive with respect to the pair (a, b) only if ¢ = a for
some nonmembers of D’. So let us analyze this case more closely.
Clearly, a > b in the social preference ordering, simply because D is
decisive and we stipulated that a > b in both D’ and D”. From ¢ = a and
a > b it follows by transitivity that ¢ > b in the social preference
ordering. However, all we assumed above was that only the members
of D” had to prefer ¢ > b. Hence, since we were able to conclude that ¢ >
b in the social preference ordering without making any further
assumptions, group D” is decisive with respect to that pair of states.
We have now shown that in each of the two cases some subgroup of
D is decisive with respect to some pair of states: if a > c in the social
preference ordering then D’ is decisive, otherwise D” is. Finally,
because of the Field-Expansion lemma, we know that a group that is
decisive with respect to some pair of states is decisive with respect to
every pair. Hence, if D is decisive, there clearly will be some smaller
subgroup of D that is also decisive. 0

Proof of Theorem 13.1 We apply the Field-Expansion and Group-
Contraction lemmas to prove the main theorem. Pareto tells us that
the group of all individuals is decisive. Since the number of
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individuals in society was assumed to be finite, we can apply it over
and over again (to a smaller decisive group). At some point, we will
eventually end up with a decisive single-member group, that is,
a dictator. =

A natural response to Arrow’s theorem is to question the conditions it
is derived from. If we do not believe that all conditions hold true, then the
impossibility result is of little importance. As pointed out above, the most
controversial condition is independence of irrelevant alternatives.
Several scholars have discussed various ways of modifying this condition,
because the impossibility result seems to get much of its strength from it.
Naturally, if the independence condition is rejected, the theorem will not
go through.

Sixty years after Arrow presented his impossibility theorem, Samir
Okasha pointed out that Arrow’s formal result can shed light on the debate
over theory choice in philosophy of science. Thomas Kuhn argued in his
seminal book The Structure of Scientific Revolutions (1962) that there is “no
neutral algorithm for theory choice.” Although some scientific theories
are more accurate than others, accuracy is not the only criterion scientists
care about, or should care about, when deciding what theory to accept.
Scientific values such as consistency, scope, simplicity and fruitfulness are
also relevant criteria to consider when making choices among alternative
scientific theories. Okasha’s point is that this multitude of criteria naturally
leads to a new interpretation of Arrow’s impossibility result. Consider, for
instance, the Pareto condition. If theory T, scores better than theory T, with
respect to all relevant criteria - accuracy, consistency, scope, simplicity and
fruitfulness - then we should prefer T, to T,. The ordering condition is also
a reasonable condition in this context: the ranking of alternative theories
must be complete, transitive and asymmetric. As for the condition of non-
dictatorship, the implication for theory choice is that none of the five
criteria must be dictatorial. All five criteria matter for which theory it is
rational to choose. Finally, it also seems reasonable to maintain that choices
among alternative theories should be independent of irrelevant alterna-
tives. Therefore, if we accept all these conditions as reasonable restrictions
on algorithms or principles for theory choice, then the upshot is that no
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such algorithm or principle can satisfy all four conditions proposed by
Arrow.

13.3 Sen on Liberalism and the Pareto Principle

Amartya Sen, who also won the Nobel Prize in Economics for his contribu-
tions to social choice theory, has argued that the Pareto principle is incom-
patible with the basic ideals of liberalism. If correct, this indicates that there
is either something wrong with liberalism, or with the Pareto principle, or
both. In this context, the term “liberalism” refers to a very weak normative
claim, which anyone who calls herself a liberal should be willing to accept.
For example, consider an individual who prefers to have pink walls rather
than white walls at home. In a liberal society, we should permit this some-
what unusual preference, even if the majority would prefer to see white
walls. However, this absolute freedom for the individual does not apply to
all choices, only to some. More precisely put, Sen proposes a minimal
condition of liberalism, according to which there is at least one pair of
alternatives (a, b) for each individual such that if the individual prefers
a to b, then society should prefer a to b, no matter what others prefer.

Note that Sen’s notion of minimal liberalism tells us nothing about what
kind of issues individuals ought to be decisive about. The minimal condition
merely guarantees that there is at least one pair of alternatives over which
the individual is decisive. Of course, it need not be related to the color of
one’s walls. A more plausible example might be freedom of speech: There is
at least one pair of sentences such that if you prefer to proclaim a rather
than b, then society should allow you to do so. However, Sen’s point is that
not even this minimal version of liberalism is consistent with the Pareto
principle. This is of course remarkable, since the latter is regarded as
relatively uncontroversial by Arrow and many other decision theorists.
A possible interpretation of Sen’s result is thus that we should give up our
liberal ideals, or that Pareto is not as uncontroversial as we have previously
thought.

We will now state Sen’s theorem more carefully. Sen proposes the fol-
lowing minimal condition of liberalism, which is slightly weaker than the
formulation discussed above. (This formulation merely requires that two
individuals, rather than everyone, are decisive with respect to at least one

pair of alternatives.)
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Minimal liberalism There are at least two individuals in society such that
for each of them there is at least one pair of alternatives with respect to
which she is decisive, that is, there is a pair a and b, such that if she prefers
atob, then society prefers a tob (and society prefers b to a if she prefersb to a).

For technical reasons, Sen also invokes a version of the ordering condi-
tion, which is slightly weaker than that used by Arrow. However, we will
refrain from stating Sen’s version here, since it makes the proof of the
theorem a bit more complex. In what follows, the ordering condition we
are talking about is Arrow’s strong version.

Now, what Sen proved is that no SWF satisfies minimal liberalism, Pareto
and the ordering condition. This theorem is sometimes referred to as the
paradox of the Paretian liberal. Robert Nozick, one of the most well-known
proponents of liberalism in recent years, comments on it in his book
Anarchy, State and Utopia. His main point is that Sen is wrong in constructing
liberalism as a property of an SWF. Instead, it is better to think of liberalism
as a constraint on the set of alternatives that society should be allowed to

make decisions about:

Individual rights are co-possible; each person may exercise his rights as
he chooses. The exercise of these rights fixes some features of the world.
Within the constraints of these fixed features, a choice can be made by
a social choice mechanism based upon a social ordering, if there are
any choices left to make! Rights do not determine a social ordering but
instead set the constraints within which a social choice is to be made, by
excluding certain alternatives, fixing others, and so on. (Nozick 1974:
165-6)

Expressed in slightly more technical vocabulary, Nozick denies a part of
the ordering condition known as “unrestricted domain.” According to
Nozick, it is simply false that an SWF should be a function from all possible
individual preference orderings to a social preference ordering over the
same set of objects. Some of the things that individuals hold preferences
about should simply not be included in the social preference ordering -
decisions on those issues should be taken by the individual, not by society.
Naturally, Nozick thinks that the color of your wall belongs to the latter
kind of issues. This response to Sen’s theorem is no doubt very elegant.
Nozick has managed to find a way to accept both conditions under attack
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Box 13.2 The paradox of the Paretian liberal

Theorem 13.2 No SWF satisfies minimal liberalism, Pareto and the
ordering condition.

Proof We recapitulate Sen’s own proof, which is easy to follow.
Let the two individuals referred to in the condition of minimal
liberalism be X and Y, and let the two decisive pairs of alterna-
tives be (a, b) and (c, d), respectively. Obviously, (a, b) and (c, d)
cannot be the same pair of alternatives, because if X’s preference
isa = b and Y’s is b > a, then the social preference ordering
would be a >~ b > a, which contradicts the ordering condition.
This leaves us with two possible cases: (a, b) and (c, d) either have
one element in common, or none at all. Let us first consider the
case in which they have one element in common, say a = c.
Suppose that X’s preference is a > b and that Y’s is d > ¢ (= a).
Also suppose that everyone in society, including X and Y, agrees
that b >~ d. Because of the ordering condition, X’s preference
ordering is a >~ b >~ d, while Y’s is b = d > a. The ordering
condition guarantees that this set of individual preference order-
ings is included in the domain of every SWF. However, minimal
liberalism entails that society prefers a > b and d > ¢, and since
we assumed that ¢ = a, it follows that society prefers d > a.
Finally, Pareto implies that society prefers b > d. Hence, the social
preference ordering is a >~ b > d > a, which contradicts the
ordering condition.

To complete the proof, we also have to consider the case in which
the pairs (g, b) and (¢, d) have no common elements. Let X’s preference
ordering include a >~ b, and let Y’s include ¢ > d, and let everyone in
society (including X and Y) prefer d - a and b - c. Hence, X’s preference
ordering must be as follows: d > a > b > ¢, while Y’sisb > ¢ > d > a.
However, minimal liberalism entails that society prefers a > b and ¢ >~
d, whereas Pareto entails that d >~ a and b > c. It follows that the social
preference ordering is d > a >~ b = ¢ > d, which contradicts the
ordering condition. O
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by Sen, viz. the condition of minimal liberalism and the Pareto prin-
ciple. To avoid contradiction, he instead proposes to limit the scope of
the ordering condition, which has simply been taken for granted by
most other scholars. From a normative point of view, this seems
attractive. What reason do we have for thinking that a social prefer-
ence ordering must include preference over everything that individuals
care about?

13.4 Harsanyi’s Utilitarian Theorems

John C. Harsanyi, a well-known economist and fellow Nobel Prize laureate,
has proposed a radically different approach to social decision making.
Briefly put, he defends a utilitarian solution to the problem of social choice,
according to which the social preference ordering should be entirely deter-
mined by the sum total of individual utility levels in society. For example, if
a single individual strongly prefers a high tax rate over a low tax rate, and all
others disagree, then society should nevertheless prefer a high tax rate
given that the preference of the single individual is sufficiently strong.
Here is another equally surprising utilitarian conclusion: If a doctor can
save five dying patients by killing a healthy person and transplant her
organs to the five dying ones - without thereby causing any negative side
effects (such as decreased confidence in the healthcare system) - then the
doctor should kill the healthy person.

In order to defend his utilitarian position, Harsanyi makes a number of
assumptions. First of all, he rejects Arrow’s view that individual preference
orderings carry nothing but ordinal information. On Harsanyi’s view, it is
reasonable to assume that individual preference orderings satisfy the von
Neumann and Morgenstern axioms for preferences over lotteries (or some
equivalent set of axioms). This directly implies that rational individuals can
represent their utility of a social state on an interval scale.

Individual rationality All individual preference orderings satisfy the
von Neumann and Morgenstern axioms for preferences over lotteries. (See
Section 5.2.)

To render this assumption more intelligible, we may imagine hypothe-
tical lotteries over alternative social states. Suppose, for instance, that you
are offered a lottery ticket that entitles you to a fifty-fifty chance of either
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living in a society with a high tax rate, or in one with a low tax rate. You are
then asked to compare that lottery with a “lottery” that entitles you to live
in a society with a moderate tax rate with full certainty. Which lottery
would you prefer? Given that your preferences over all social states, and
all lotteries over social states, satisfy von Neumann and Morgenstern’s
axioms (or some equivalent set of axioms), it follows that your preferences
can be represented by a utility function that measures your utility on an
interval scale.

The next condition proposed by Harsanyi is a bit more abstract.
Briefly put, Harsanyi asks us to imagine an individual (who may or
may not be a fellow citizen) who evaluates all social states from
a moral point of view. Let us refer to this individual as the Chairperson.
If the Chairperson is a fellow citizen, then he has two separate prefer-
ence orderings, viz. one personal preference ordering over all states that
reflects his personal opinion, as well as a separate preference ordering
over the same set of social states that reflects the social preference
ordering. As Harsanyi puts it, the social preference ordering is the
preferences the Chairperson “exhibits in those - possibly quite rare -
moments when he forces a special impartial and impersonal attitude,
i.e. a moral attitude, upon himself” (Harsanyi 1979: 293). Of course, we
do not yet know what the social preference ordering looks like, but
Harsanyi shows that we can find out surprisingly much about it, given
that it fulfills a number of structural conditions. Harsanyi’s research
question can thus be formulated as follows: What can be concluded
about the Chairperson’s social preference ordering, given that it fulfills
certain structural conditions?

Before answering this question, we must of course clarify the structural
conditions Harsanyi imposes upon the Chairperson’s social preference
ordering. Consider the following condition:

Rationality of social preferences The Chairperson’s social preference
ordering satisfies the von Neumann and Morgenstern axioms for prefer-
ences over lotteries.

In order to assess the plausibility of this condition it is not enough to ask,
“What would I prefer in a choice between a lottery that gives us state a or

b, and a lottery that gives us c or d?” In order to assess the new condition
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we must rather ask, “What would the Chairperson prefer in a choice
between a lottery that gives us state a or b, and a lottery that gives us
c or d?” Of course, it might be very difficult to answer such questions.
However, note that Harsanyi’s theorems will go through even if we are
not able to tell what the Chairperson would prefer. All that matters is that
we somehow know that the Chairperson’s preferences, whatever they
are, conform to the structural conditions proposed by von Neumann and
Morgenstern.
The third condition proposed by Harsanyi is the Pareto condition.

Pareto Suppose that a is preferred to b in at least one individual
preference ordering, and that there is no individual preference order-
ing in which b is preferred to a. Then, a is preferred to b in the
Chairperson’s social preference ordering. Furthermore, if all indivi-
duals are indifferent, then so is the Chairperson in his social prefer-
ence ordering.

The three conditions stated above imply that the Chairperson’s social
preference ordering must be a weighted sum of the individual preference
orderings, in which the weight assigned to each individual preference
ordering represents its moral importance relative to the others. In order
to show this, it is helpful to introduce a slightly more technical vocabu-
lary. From individual rationality it follows that individual preference order-
ings can be represented by utility functions that measure utility on an
interval scale, and from rationality of social preferences it follows that the
same holds true of the social preference ordering. Let u;(a) denote indivi-
dual i’s utility of state a, and let us(a) denote the utility of a as reflected in
the Chairperson’s social preference ordering. Furthermore, let « be a real
number between 0 and 1. Then,

Theorem 13.3 (Harsanyi’s first theorem) Individual rationality, rational-
ity of social preferences and Pareto together entail that:

n
us(a) =Y ay -w(a) with oy > 0 fori=1, .. .,n (1)
i=1

This theorem tells us that society’s utility of state a is a weighted sum of
all individuals’ utility of that state. A proof will be given in Box 13.3.
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Meanwhile, note that the theorem does not guarantee that every individual
preference ordering will be assigned the same weight. The theorem merely
guarantees that each individual preference ordering is assigned some
weight. However, utilitarians typically argue that all individual preference
orderings should be assigned the same weight. Harsanyi thinks he can solve
this problem by introducing a further assumption, which he formulates as
follows.

Box 13.3 Proof of Harsanyi’s theorem

We will prove both theorems simultaneously, i.e. Theorems 13.3 and
n
13.4, by showing that us(a) = Z u;(a) for every social state a. Without
i=1

limiting the scope of the theorems, we stipulate that all individuals
use a 0 to 1 utility scale, and that the Chairperson’s social utility
function starts at 0. (Its upper limit may of course exceed 1.
The utility numbers assigned by the individuals to a social state can
be represented by a vector, i.e. by a finite and ordered sequence of real
numbers. For instance, in a society with three individuals the vector
[1/3, 0, 1] represents a state in which the first individual assigns utility
1/3 to the state in question, whereas the two others assign utility 0 and
1, respectively. Let us refer to such vectors as state vectors, and let
the term social utility number refer to the numerical value of the
Chairperson’s social utility function for a state vector. Now consider
the following lemma.

Lemma 1 Each state vector corresponds to one and only one social
utility number.

By definition, a state vector corresponds to a social state. From ration-
ality of social preferences it follows that the Chairperson’s social utility
function assigns some number to each social state. Hence, there is at
least one social utility number that corresponds to each state vector.
We also need to show that there cannot exist more than one such
number. Of course, two or more social states could be represented by
the same state vector (if all individuals are indifferent between them),
so let us suppose for reductio that the Chairperson’s social utility

function assigns different social utility numbers u and v to two
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different social states with the same state vector. Now, since a single
state vector can represent several social states just in case every
individual is indifferent between the social states, it is helpful to
apply Pareto: Since all individuals must be indifferent between the
social states represented by u and v, it follows that the Chairperson
must also be indifferent; hence, u and v are the same social utility
numbers.

Lemma 1 directly entails that social utility is a function of state
vectors. (This is trivial: Since each state vector corresponds to exactly
one social utility number, it must be possible to capture this relation-
ship by a function.) Hence, it holds that

us(a) = flua(a), ..., un(a)] (1)

Since (1) holds for all social states a, this equation can be abbreviated
as ug = fluy, ..., Uy]. It remains to show that us = u; +... +u,. To start
with, consider the following claim:

kflua, ..., un] = flkuq, ..., kuy),where 1 >k > 0 (2)

Equation (2) says that it does not matter if we first multiply all indivi-
dual utilities by a constant k and then apply the function f to the new
state vector, or multiply k by the social utility number corresponding
to the state vector. In the present exposition, Equation (2) will be
accepted without proof. (See the proof of von Neumann and
Morgernstern’s theorem available at www.martinpeterson.org.) Now
consider the state vector in which all individuals assign the number 0
to the state in question. Clearly, u([0, ..., 0]) = 0, because Pareto
guarantees that every other state vector will be ranked above this
vector, and hence assigned a number higher than 0. Next consider
all unit vectors [1, O, ..., 0], ([0, 1, ..., 0]), and [0, O, ..., 1], in which
exactly one ranks the state in question as the best one. Because of equal
treatment of all individuals, us must assign the same social utility number
to all unit vectors; let us stipulate that the number in question is 1.

In what follows, we only consider the case with a society that has
two individuals. The case with societies of three or more individuals is
analogous. Let u; and u, be fixed, and let L be a lottery that yields the
social states [uq, 0] and [0, u,] with equal chances. From von Neumann
and Morgenstern’s expected utility theorem it follows that:
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us(L) = (1/2)us([us, 0]) + (1/2)us([0, u2]) (3)
By applying (2) to (3) we get:
us(L) = us + (1/2[1,0] + 1/2(0,12)) (4)

Note that each individual’s expected utility of the lottery 1/2[u4, 0] + 1/2
[0, u,] is 1/2u, and 1 = 2u,, respectively. Hence, because of (1) it must
also hold true that:

us(L) = fl(1/2)u1, (1/2)uz] (5)
By applying (2) we get:
us(L) = (1/2)f [, u2] (6)

By applying (2) again we also find that:

us([u1, 0]) = uqus([1,0]) = uy (7)
us([0, u1]) = uzu5([0,1]) = up (8)
By combining (7) and (8) with (3) we obtain:

us(L) = (1/2)u1 + (1/2)u, (9)

Now we are almost done. We just have to put (9) and (6) together:

(1/2) flur, u] = (1/2)u1 + (1/2)up (10)
Hence,
flur, uo] =ur +up (11)

From (11) and (1) it follows that us = u; +u,, which completes the proof
for a society with two individuals.

Equal treatment of all individuals If all individuals’ utility functions
U4, ..., U, are expressed in equal utility units (as judged by the Chairperson,
based on interpersonal utility comparisons), then the Chairperson’s social
utility function u. must assign the same weight to all individual utility
functions.

By adding this assumption to the previous ones, the following utilitarian
conclusion can be proved.
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Theorem 13.4 (Harsanyi’s second theorem) Given equal treatment
of all individuals, the coefficients in Harsanyi’s first theorem will be
equal:

a1 = ... =0pn (2)

At this point it is natural to ask if Harsanyi’s theorems are as powerful as
they look. Has he really proved that society ought to distribute its resources
according to utilitarian principles? Well, as shown above, the theorems do
follow from the premises. Furthermore, Harsanyi’s result does not violate
Hume’s law, according to which ethical “ought-statements” cannot be
derived from premises comprising no such ethical “ought-statements.”
The Pareto condition is an ethical premise, which Harsanyi uses for bridging
the gap between rationality and ethics. The condition of equal treatment of all
individuals also has some ethical content. So in one sense, Harsanyi really
gives a proof of utilitarianism.

That said, no proof is better than the premises it is based upon.
In Harsanyi’s case, the most dubious premise is equal treatment of all
individuals. This condition only makes sense if one believes that interper-
sonal comparisons of utility are possible. As pointed out above, this has
been questioned by many scholars. As such, the condition does not
explain how interpersonal comparisons of utility could be made; it just
presupposes that they are somehow possible. Furthermore, one may also
question the normative content of equal treatment of all individuals. Why
should everybody be treated equally? This is a substantial ethical ques-
tion, which Harsanyi (and other utilitarians) ought to argue for, and not
take for granted. For example, some ethicists would surely argue that
some people ought to be treated better than others (i.e. o; > ¢; for some
individuals i and j), simply because they deserve it, or have certain rights
that may not be violated, or are more virtuous, etcetera. My personal view
is that the condition of equal treatment of all individuals is far too strong.
However, even if correct, Harsanyi’s first theorem (which does not rely on
this condition) is still interesting, because it shows that the social utility
function has to be additive. This indicates that some consequentialist
ethical theory has to be accepted, at least as long as one thinks
Harsanyi’s premises make sense.
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Exercises

13.1

13.2

13.3

134

13.5

A group of four people is about to select one of five possible social
states, a, b, ¢, d, e. () Which state will be selected if the decision is based
on a traditional voting procedure? (Does the result depend on how the
voting procedure is set up, given that all people get one vote each?)
(b) Which state would be selected by the maximin rule? (It prescribes
that society should prefer a state in which the worst-off person is as
well off as possible.)

Anne: a>b>c>d>e
Bert: b>a>c>e>d
Carl: a-c>d>b>e
Diana: a>b>c>d>e

It follows from Arrow’s impossibility theorem that social decisions
cannot be based on majority voting procedures. (a) Exactly what is
Arrow’s criticism of majority voting? (b) Do you find his criticism
convincing?
The Pareto principle entails that if we can improve the situation for the
richest person in society, without thereby making things worse for
anyone else, we ought to do this. Suppose you object: “But if we
improve the situation for the richest person that would make poor
people feel even more unhappy. Therefore we shouldn’t do it!” Even if
true, this is not a good objection to the Pareto principle. (a) Why not?
(b) Suggest a relevant objection to the Pareto principle, based on the
observation that it permits us to improve the situation for the richest
person in society, given that this can be achieved without thereby
making other people worse off.
In the proof of Arrow’s theorem, what does it mean to say that a group
of people D is decisive with respect to the social states (a, b)?
Professor Smart believes that the choice among three alternative
scientific theories, T;, T, and T;, should be determined by their accu-
racy, consistency, scope, simplicity and fruitfulness.
(a) Explain why Arrow’s impossibility result might be relevant for
Professor Smart’s problem.



13.6

13.7

13.8

13.9

Solutions

(b) Suppose that Professor Smart is able to assess the accuracy, con-
sistency, scope, simplicity, and fruitfulness of each theory on inter-
val scales. Would that affect your answer to question (a)?

(c) Is Harsanyi’s theorem relevant for Professor Smart’s problem?

Sen showed that his condition of minimal liberalism is incompatible

with the Pareto principle and the ordering condition.

(a) Consider the following condition of minimal socialism. Is it compa-
tible with the Pareto principle and the ordering condition?

Minimal socialism: There is at least one pair of alternatives (a, b) such
that no single-person group is decisive with respect to (a, b).

(b) Is the condition of minimal socialism compatible with the condi-
tion of minimal liberalism? That is, is it possible to be both a liberal
and a socialist?

According to Harsanyi, the Chairperson’s social preference ordering

over social states must satisfy the independence axiom. Suggest a set of

social preferences that violates this axiom.

(a) Explain the link between Harsanyi’s theorem and the von

Neumann-Morgenstern theorem. (b) Could critics of utilitarianism

accept the assumption that the Chairperson’s preferences must satisfy

the von Neumann-Morgenstern axioms? (c) Do you think it would be
possible to replace the von Neumann-Morgenstern theorem in

Harsanyi’s result with some other theorem mentioned in this book?

Suppose you think all human beings have certain rights that may

never be violated, such as a right not to be tortured. (a) Is this moral

belief compatible with Harsanyi’s axioms? (b) If not, suggest

a situation in which your beliefs about the right not to be tortured

come into conflict with Harsanyi’s axioms. (c) Exactly which of

Harsanyi’s axioms are incompatible with the belief that all human

beings have a right not to be tortured?

Solutions

13.1
13.2

@a(b)a
(a) Majority voting does not satisfy the ordering conditions, since it can
yield cyclic orderings. (b) I leave it to the reader to make up her own

mind about this issue.
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13.3

13.4
13.5

13.6
13.7
13.8

13.9

(a) The unhappiness felt by the poor people should be included in the
description of the new social state. Therefore, the poor people would
actually be harmed by making the richest person better off, so the
Pareto principle does not justify this. (b) One might argue that relative
differences in well-being are normatively important, i.e. that equality
matters. The Pareto principle is incompatible with many theories of
equality.

See Section 13.2.

(a) See Section 13.2. (b) Yes. If the information base is enriched in this
manner, then it might be appropriate to apply Harsanyi’s theorem,
meaning that the overall value of each theory is additive with respect
to the five criteria (although some criteria may of course be more
important than others). (c) See the answer to (b).

(a) No. (b) One can be both a liberal and a socialist.

See the discussion of Allais’ paradox in Chapter 4.

(a) See Box 13.3. (b) Rawls and others who advocate the maximin
view could question the continuity axiom (holding that if
A > B > C then there exist some p and q such that ApC > B > AqC).
State B may simply be better than a lottery between A and some
really bad outcome C, no matter how low the probability of C is.
(c) The von Neumann-Morgenstern theorem can be replaced by
almost any other theorem that derives a utility function from pre-
ferences, e.g. Savage’s theorem. For a useful overview, see Blackorby
et al. (1999).

(a) No. (b) Imagine that the police have caught a terrorist. By torturing
her, they can force her to reveal information that will save thousands
of lives. Harsanyi must say this may be morally permissible, but if all
people have a right not to be tortured it is never permissible to torture
people, not even terrorists. (c) No individual axiom taken in isolation is
incompatible with the notion of rights, although the axioms taken
together are.



