
9 Causal vs. Evidential Decision
Theory

The focus of this chapter is on the role of causal processes in decisionmaking.

In some decision problems, beliefs about causal processes play a significant

role in determiningwhatwe intuitively think it is rational to do. However, it

has turned out to be very difficult to give a convincing account of what role

beliefs about causal process should be allowed to play. Much of the discus-

sion has focused on a famous example known as Newcomb’s problem.

We shall begin by taking a look at this surprisingly deep problem.

9.1 Newcomb’s Problem

Imagine a being who is very good at predicting other people’s choices.

Ninety-nine percent of all predictions made by the being so far have been

correct. You are offered a choice between two boxes, B1 and B2. Box B1

contains $1,000 and you know this, because it is transparent and you can

actually see the money inside. Box B2 contains either a million dollars or

nothing. This box is not transparent, so you cannot see its content. You are

now invited to make a choice between the following pair of alternatives:

You either takewhat is in both boxes, or take onlywhat is in the second box.

You are told that the predictor will put $1 million in box B2 if and only if she

predicts that you will take just box B2, and nothing in it otherwise.

The predictor knows that you know this. Thus, in summary, the situation

is as follows. First the being makes her prediction, then she puts either

$1 million or nothing in the second box, according to her prediction, and

then you make your choice. What should you do?

Alternative 1 Take box B1 ($1,000) and box B2 (either $0 or $1 m).

Alternative 2 Take only box B2 (either $0 or $1 m).
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This decision problem was first proposed by the physicist William

Newcomb in the 1960s. It has become known as Newcomb’s problem, or

the predictor’s paradox. Philosopher Robert Nozick was the first author to

discuss it in print. (According to legend, he learned about the problem from

a mutual friend of his and Newcomb’s at a dinner party.) Nozick identified

two different, but contradictory, ways of reasoning about the problem. First,

one can argue that it is rational to take both boxes, because then you get

the $1,000 in the first box and whatever amount of money there is in

the second. Since the $1 million either is or is not in the second box as

you make your choice, the fact that the predictor has made a prediction

does not make any difference. The predictor makes her prediction, and

adjusts the amounts of money in the second box accordingly, before you

make your choice. She certainly does not have any magical powers, so she

cannot adjust the amount in the second box now, as you are about to

choose. The $1 million either is in the box or is not, no matter what you

decide to do. Therefore you should take both boxes, because then you will

be better off, come what may. This line of reasoning can be seen as

a straightforward application of the dominance principle: Taking two

boxes dominates taking just one.

However, if you grab both boxes you haven’t yet really taken all relevant

information into account. It seems rational to also consider the fact that

the predictor has predicted your choice and adjusted the amounts of money

in the second box accordingly. As explained above, the probability that

the predictor has made a correct prediction is 99%. Hence, if you take

both boxes she has almost certainly predicted this, and hence put $0 in

the second box. However, if you take only the second box, the predictor has

almost certainly predicted that decision correctly, and consequently put

$1 million in the second box. Hence, by taking just the second box it is

much more likely that you will become a millionaire. So why not take only

the second box? This line of reasoning can be seen as a straightforward

application of the principle of maximizing expected utility. Consider the

decision matrix in Table 9.1.

To keep things simple, we assume that your utility of money is linear,

i.e. we assume that dollars can be directly translated into utilities. (This is

a nonessential assumption, which could easily be dropped at the expense of

some technical inconvenience.) Hence, the expected utility of taking only

the second box is as follows:
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Take box 2: 0.99 · u($1M) + 0.01 · u($0)= 0.99 · 1,000,000 + 0.01 · 0= 990,000.

However, the expected utility of taking both boxes is much lower:

Take box 1 and 2: 0.01 · u($1M) + 0.99 · u($1,000) = 0.01 · 1,000,000 + 0.99 ·

1,000 = 11,000.

Clearly, since 990,000 > 11,000, the principle of maximizing expected

utility tells you that it is rational to only take the second box. Hence, two of

the most fundamental principles of decision theory – the dominance prin-

ciple and the principle of maximizing expected utility – yield conflicting

recommendations. So what should a rational decision maker do?

When presented with Newcomb’s problem, students (and other normal

people) often come upwith awide range of suggestions as to whatmay have

gone wrong. Some of those reactions indicate that the commentator has

not correctly understood how the problem has been set up. Therefore, to

steer clear of a number of trivial mistakes, consider the suggestion that one

cannot know for sure that the probability is 0.99 that the predictor has made

an accurate prediction since such good predictors do not exist in the real

world. At first glance, thismay appear to be a reasonable reaction. However,

anyone who thinks a bit further will see that this point is irrelevant.

Decision theorists seek to establish the most general principles of ration-

ality, and we can surely imagine a being with the very impressive predictive

powers stipulated in the example. For instance, suppose that a thousand

people have been offered the same choice before. Nearly all who chose one

box are now millionaires, whereas almost everyone who took both boxes

got just $1,000. Isn’t this a good reason for trusting the predictive powers of

the being?

Another common source of misunderstanding is that Newcomb’s pro-

blem somehow presupposes that the predictor has magical powers, or can

alter the past. This is simply not the case, however. The predictor is just

a very good predictor. In all other respects she ismuch like you andme. Here

Table 9.1

Second box contains $1 m Second box is empty

Take second box only $1 m (prob. 0.99) $0 (prob. 0.01)

Take both boxes $1 m + $1,000 (prob. 0.01) $1,000 (prob. 0.99)
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is an analogous example, proposed by James Joyce, of a situation that is

similar to Newcomb’s problem but which is less odd from a metaphysical

point of view. Imagine that a team of researchers has recently discovered

that students who read An Introduction to Decision Theory by Martin Peterson

always have a firm interest in decision theory. (Indeed, anyone who reads

such a terribly boring book must have a truly outstanding interest in the

subject!) Unfortunately, the researchers have also discovered that nearly

all students of decision theory end up leading miserable lives, since they

spend too much time thinking about abstract decision rules and fail to

appreciate the less theoretical aspects of human flourishing. More precisely

put, the researchers have discovered that students who read Section 9.2

of An Introduction to Decision Theory always pass the exam at the end of the

course, whereas those who stop reading at Section 9.1 always fail.

Furthermore, it is also known that 99% of all students taking courses in

decision theory have a gene that causes two separate effects. First, the gene

causes the desire to read Section 9.2 of An Introduction to Decision

Theory. Second, the gene also causes their miserable lives. Thus, given that

you have the gene, if you read Section 9.2 you know that you will lead

a miserable life, although you will of course pass the exam. If you do not

have the gene and continue to read you will lead a normal life and pass the

exam, but if you stop reading now you will fail the exam. Naturally, you

prefer to pass the exam rather than to fail, but you much prefer to lead

a happy life not passing the exam instead of passing the exam and leading

a miserable life. Is it rational for you to read Section 9.2? You are now

at Section 9.1. Think carefully before you decide.

9.2 Causal Decision Theory

So you decided to read this section!? People advocating causal decision theory

will congratulate you. Briefly put, causal decision theory is the view that

a rational decisionmaker should keep all her beliefs about causal processes

fixed in the decision-making process, and always choose an alternative that

is optimal according to these beliefs. Hence, since you either have the gene

or not it is better to read this section, because then you will at least pass the

exam. If you have the gene, it is not you reading this section that causes your

miserable life. It is the gene that causes this unfortunate outcome – and

there is nothing you can do to prevent it. Furthermore, if you belong to
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the 1%minoritywho end up leading normal lives it is of course better to pass

the exam than to fail, so in that case it is also rational to read this section.

Hence, it is rational to read this section no matter whether you have the

gene or not. The decision matrix in Table 9.2 illustrates how we established

this conclusion.

According to causal decision theory, the probability that you have the

gene given that you read Section 9.2 is equal to the probability that you have

the gene given that you stop at Section 9.1. (That is, the probability is

independent of your decision to read this section.) Hence, it would be

a mistake to think that your chances of leading a normal life would have

been any higher had you stopped reading at Section 9.1. The same line of

reasoning can be applied to Newcomb’s problem. Naturally, causal decision

theory recommends you to take two boxes. Since you know that the pre-

dictor has already placed or not placed $1 million in the second box, it

would be amistake to think that the decision youmake now could somehow

affect the probability of finding $1 million in the second box. The causal

structure of theworld is forward-looking, and completely insensitive to past

events.

Causal decision theory leads to reasonable conclusions in many simi-

lar examples. For instance, imagine that there is some genetic defect

that is known to cause both lung cancer and the drive to smoke, con-

trary to what most scientists currently believe. If this new piece of

knowledge were to be added to a smoker’s body of beliefs, then the

belief that a very high proportion of all smokers suffer from lung cancer

should not prevent a causal decision theorist from starting to smoke,

because: (i) one either has that genetic defect or not, (ii) there is a small

enjoyment associated with smoking, and (iii) the probability of lung

cancer is not affected by one’s choice. Of course, this conclusion

depends heavily on a somewhat odd assumption about the causal struc-

ture of the world, but there seems to be nothing wrong with the

Table 9.2

Gene No gene

Read Section 9.2 Pass exam & miserable life Pass exam & normal life

Stop at Section 9.1 Fail exam & miserable life Fail exam & normal life
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underlying logic. Given that lung cancer and the drive to smoke really

have the same cause, then the action prescribed by the causal decision

theorist seems to be rational.

Having said all this, it is helpful to formulate causal decision theory in

more detail in order to gain a better understanding of it. What does it mean

to say, exactly, that rational decision makers should do whatever is most

likely to bring about the best expected result, while holding fixed all views

about the likely causal structure of the world? The slogan can be formalized as

follows. Let X □→ Y abbreviate the proposition “If the decision maker were

to do X, then Ywould be the case,” and let p(X□→ Y) denote the probability

of X □→ Y being true. In the smoking case, the causal decision theorist’s

point is that p(Smoke□→ Cancer) is equal to p(¬Smoke□→Cancer). Hence,

it is better to smoke, since one will thereby get a small extra bonus. There is

of course a strong statistical correlation between smoking and cancer, but

according to the assumption of the example it is simply false that smoking

causes cancer. Therefore it is better to smoke, since that is certain to yield

a small extra enjoyment. Furthermore, in the exam case the causal decision

theorist will point out that p(Read Section 9.2□→Miserable life) is equal to

p(Stop at Section 9.1 □→ Miserable life). You either have the gene or you

don’t. Hence, the decision to continue reading was rational since it entails

that you will at least pass the exam. Finally, in Newcomb’s problem, p(Take

both boxes □→ $1 m) is equal to p(Take second box only □→ $1 m), and

since it is certain that you will get an extra $1,000 if you take both boxes,

you should do so.

9.3 Evidential Decision Theory

The causal analysis of Newcomb-style problems has been influential in

academic circles in recent years, although it is by nomeans uncontroversial.

Some decision theorists claim there are cases in which causal decision

theory yields counterintuitive recommendations. Imagine, for instance,

that Paul is told that the number of psychopaths in the world is fairly low.

The following scenario, constructed by Andy Egan, seems to cast doubt on

the causal decision theorist’s analysis.

Paul is debating whether to press the “kill all psychopaths” button. It would,

he thinks, be much better to live in a world with no psychopaths.
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Unfortunately, Paul is quite confident that only a psychopath would press

such a button. Paul very strongly prefers living in aworldwith psychopaths to

dying. Should Paul press the button? (Egan 2007: 97)

Intuitively, it seems reasonable to maintain that Paul should not press the

button. If he presses, it is probable that he will die, because nearly everyone

who presses is a psychopath. However, causal decision theory incorrectly

implies that Paul should press the button. To see why, note that p(press

button □→ dead) is much lower than p(press button □→ live in a world

without psychopaths). This is because Paul either is or is not a psychopath,

and the probability of the two possibilities does not depend on what he

decides to do. In order to support this claim further, it may be helpful to

dress up the example with some numbers. Let us, somewhat arbitrarily,

suppose that the probability of p(press button□→ dead) is 0.001, since there

are very few psychopaths, whereas p(press button □→ live in a world with-

out psychopaths) is 0.999. Let us furthermore suppose that the utility of

death is −100, and that the utility of living in a world without psychopaths

is +1, whereas the utility of not pressing the button and living in a world

with psychopaths is 0. According to the causal decision theorist, the

expected utilities of the two alternatives can thus be calculated as follows.

Press button: p(press button □→ dead) · u(dead) + p(press button

□→ live in aworldwithout psychopaths) · u (live in

a world without psychopaths) = (0.001 · −100) +

(0.999 · 1) = 0.899

Do not press button: p(do not press button □→ live in a world with

psychopaths) · u (live in a world with psychopaths)

= 1 · 0 = 0

If expected utilities are calculated in this way, it follows that pressing

the button ismore rational than not pressing. However, as argued above, it

is not clear that this is the right conclusion. We intuitively feel that it

would be better not to press, even after a quick rehearsal of the argument

proposed by the causal decision theorist. Some decision theorists, known

as evidential decision theorists, explicitly deny the causal analysis.

Evidential decision theorists claim that it would be rational not to press.

The gist of their argument is that they think causal decision theorists

calculate probabilities in the wrong way. In the psychopath case, it is
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almost certain that if you press the button then you are a psychopath

yourself, and this insight must somehow be accounted for. Evidential

decision theorists agree with causal decision theorists that pressing the

button does not cause any psychiatric disease, but if you were to press the

button you would indirectly learn something about yourself that you did

not already know, namely that you are a psychopath. This piece of extra

information cannot be accounted for in any reasonable way by the causal

decision theorist.

Evidential decision theory comes in many flavors. On one account, evi-

dential decision theory can be defined as the claim that it is not probabilities

such as p(X □→ Y) that should guide one’s decision, but rather probabilities

such as p((X □→ Y) | X). That is, instead of asking yourself, “what is the

probability that if I were to do X, then Y would be the case?,” a rational

decision maker should ask, “what is the probability that if I were to do X,

then Y would be the case given that I do X?” To see how this difference

affects the analysis, it is helpful to reconsider the psychopath case. Clearly,

p((press button □→ dead) | press button) is very high, since nearly everyone

who presses the button is a psychopath. For analogous reasons, p(press

button □→ live in a world without psychopaths | press button) is quite

low. Hence, if these probabilities are used for calculating the expected

utilities of the two alternatives, it follows that it is rational not to press

the button, which tallies well with our intuitive appraisal of what is

required by a rational decision maker. Furthermore, in Newcomb’s pro-

blem, advocates of evidential decision theory argue that it is rational to

take one box. This is because the probability p((take one box□→ $1m) | take

one box) is high, while p((take two boxes □→ $1 m) | take two boxes) is low.

A somewhat different counterexample has been constructed by Arif

Ahmed. His objection to causal decision theory goes as follows.

In my pocket (he says) I have a slip on which is written a proposition, P. You

must choose between two bets. Bet 1 is a bet on P at 10:1 for a stake of $1. Bet 2

is a bet on P at 1:10 for a stake of $10. So your profits and losses are as in

[Table 9.3]. Before you choose whether to take bet 1 or bet 2, I should tell you

what P is. It is the proposition that the state of the world yesterday was such

as to cause you now to take bet 2. (Ahmed 2014: 666)

Ahmed’s example spells trouble for the causal decision theorist who

believes in soft determinism about free will. Soft determinism is the view
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that you are now free to take either of the two bets, although there already

exists (and has always existed) a determining cause for whichever bet you

choose. You are free to choose whatever you want, but your choice is fully

determined by facts of the past in conjunctionwith the laws of nature. If you

are a causal decision theorist you may, therefore, reason as follows: “P is

either true or false, irrespective of what I do, and in both cases I will be

better off if I choose Bet 1. So because Bet 1 dominates Bet 2, I choose Bet 1.”

However, at this point the evidential decision theorist will point out that if

you choose Bet 1 it follows that P is false, so you in that case get –$1. If you

listen to the evidential decision theorist’s advice you will choose Bet 2 and

win $1, which is better for you. (As pointed out by Ahmed, the premise that

soft determinism is true is not crucial to the example. It is sufficient to

imagine that there are some sufficiently precise stochastic laws governing

the agent’s behavior, although that makes the example more complicated.)

Unfortunately, evidential decision theory is not a view without down-

sides. A potentially powerful objection is that it seems to require that the

decision maker can somehow ascribe probabilities to her own choices.

According to this objection, this is incoherent because one’s own choices

are not the kind of things one can reasonably ascribe probabilities to.

(We will shortly see why.) The reason why one has to ascribe probabilities

to one’s own choices is the simple fact that p Xð jYÞ ¼ p XΛ Yð Þ
p Yð Þ , as explained in

Chapter 6. In the psychopath case Y is the act of pressing the button,

whereas X is the fact that I live. Clearly, the former is something I trigger

myself. In Newcomb’s problem Y is the act of taking one box, and X the

monetary outcome.

So why would it be incoherent to ascribe probabilities to one’s own

choices? First, if probabilities are taken to be objective, then it seems

difficult to reconcile the idea of a decision maker making a free choice

with the thought that your choices are somehow governed by probabilistic

processes. How can something be the outcome of a deliberative process and

a random event? Second, similar problems arise also if probabilities are

Table 9.3

P ¬P

Bet 1 $10 −$1

Bet 2 $1 −$10
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taken to be subjective and defined in terms of preferences over bets. If the

decision maker assigns subjective probabilities to his own choices, this

readiness to accept bets becomes an instrument for measuring his own

underlying dispositions to act. For example, if you consider $10 to be

a fair price for a bet in which you win $40 if the hypothesis Y = “I will

take one box in Newcomb’s problem” turns out to be true, but win nothing

otherwise, your subjective probability for Y is 10/40 (given that your utility

ofmoney is linear). Several authors have pointed out that this use of bets for

measuring subjective probabilities for your own acts gives rise to the follow-

ing problem: (1) If the decisionmaker ascribes subjective probabilities to his

present alternatives, then hemust be prepared to take on bets on which act

he will eventually choose. (2) By taking on such bets, it becomes more

attractive for the decision maker to perform the act he is betting on:

It becomes tempting to win the bet by simply choosing the alternative

that will make him win the bet. Therefore, (3) the “measurement instru-

ment” (that is, the bets used for eliciting subjective probabilities) will inter-

fere with the entity beingmeasured, that is, the decisionmaker’s subjective

degree of belief that he will choose a certain act. The conclusion will there-

fore be that the decision maker’s subjective probability will not reflect his

true preference among the bets.

However, it is not obvious that the problem with self-predicting prob-

abilities is a genuine threat to evidential decision theory. First, the eviden-

tial decision theorist could perhaps find a way of expressing the position

that does not presuppose that the decision maker is able to assign any

probabilities to his own choices. Second, it could also be argued that the

difficulty with self-predicting probabilities is not as severe as it appears to

be. If probabilities are taken to be subjective, the betting situation could be

modified such that the agent asks a well-informed friend who knows him

very well to do the betting, without telling the agent whether he will win or

lose the bet if the alternative he bets on is chosen. By separating the belief-

generating mechanism from the deliberative mechanism in this manner,

the problem outlined above would no longer arise. Another strategy for

avoiding the difficulty outlined above could be to keep the stakes of the bets

to a minimum, such that they become virtually negligible in comparison to

the value of the outcomes. The underlying thought is that since the mea-

surement theoretical objection presupposes that the net gain made by

choosing in accordance with one’s bets is of a certain size, one could
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block that assumption by setting a suitable limit for the bet that is relative to

each decision situation.

Box 9.1 Death in Damascus

Which decision theory is best, the causal or the evidential version?

A possible, but depressing, conclusion is that there are cases in which

neither the causal nor the evidential theory can help us. The following

example, suggested by Gibbard and Harper, supports this conclusion.

Consider the story of the man who met death in Damascus. Death

looked surprised, but then recovered his ghastly composure and said,

“I am coming for you tomorrow.” The terrified man that night bought

a camel and rode to Aleppo. The next day, death knocked on the door of

the room where he was hiding, and said “I have come for you.” “But

I thought you would be looking for me in Damascus,” said the man.

“Not at all,” said death “that is why I was surprised to see you yesterday.

I knew that today I was to find you in Aleppo.” Now suppose the man

knows the following. Death works from an appointment book which

states time and place; a person dies if and only if the book correctly

states in what city he will be at the stated time. The book is made

up weeks in advance on the basis of highly reliable predictions.

An appointment on the next day has been inscribed for him. Suppose,

on this basis, the man would take his being in Damascus the next day

as strong evidence that his appointment with death is in Damascus,

and would take his being in Aleppo the next day as strong evidence

that his appointment is in Aleppo . . . If . . . he decides to go to Aleppo,

he then has strong grounds for expecting that Aleppo is where death

already expects him to be, and hence it is rational for him to prefer

staying in Damascus. Similarly, deciding to stay in Damascus would

give him strong grounds for thinking that he ought to go to Aleppo . . .

(Gibbard and Harper [1978] 1988: 373–4)

In this case it seems that no matter which of the two cities the man

decides to go to, it would have been better for him to go to the other

one, and he knows this alreadywhenhemakes the decision. However,

note that the man is rightfully convinced that his decision is causally

independent of Death’s prediction. It is not the case that Death’s

location is caused by the man’s decision to go to one of the two cities.

In a case like this, decision theorists say that there is no stable act
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available. By definition, an act is stable if and only if, given that it is

performed, its unconditional expected utility is maximal. Hence,

since the expected utility of performing the other alternative is always

higher, no matter which alternative is chosen, there is no stable

alternative available for the man in Damascus.

Death in Damascus is in many respects similar to Newcomb’s

problem. By definition, the decision maker’s choice is causally inde-

pendent of the prediction, but it nevertheless turns out that the

prediction is almost always correct. When presented with Death in

Damascus, decision theorists tend to react in many different ways.

One option is, naturally, to argue that there is something wrong with

the example. Richard Jeffrey, a well-known advocate of evidential

decision theory, thinks that if presented with this kind of example,

“you do well to reassess your beliefs and desires before choosing”

(1983: 19). Jeffrey’s point is that a case like this can arise only if the

decision maker’s desires and beliefs about the world are somehow

incorrect or pathological.

Another option is to argue that a case like Death in Damascus is in

fact a genuine decision problem that could eventually materialize,

although it does not follow that some alternative must therefore be

rationally permissible. It could simply be the case that in a situation

like this no alternative is rational. No matter what the man decides to

do, he will fail to act rationally. This is because he unfortunately faces

a decision problem that cannot be properly analyzed by any theory of

rationality.

A third option, suggested by Harper (1986), is to argue that the lack

of a stable alternative is due to the fact thatwe have not yet considered

any mixed acts. As explained in Chapter 3, a mixed act is an act

generated by randomizing among the acts in the initial set of alter-

natives. For example, if the man decides to toss a coin and go to

Damascus if and only if it lands, say, heads up, and we stipulate that

Death can predict only that the man will toss a coin but not the out-

come of the toss, then it no longer follows that it would have been

better to choose some other alternative. Hence, we have identified

a stable alternative. That said, one could of course reformulate the

example by simply excluding the possibility of choosing a mixed

alternative. Imagine, for example, that the man is told by Death that

if he performs a mixed act Death will invariably notice that and

torture him to death.
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Exercises

9.1 Imagine that Newcomb’s problem is reformulated such that box B1

contains $0 instead of $1,000. Then this would no longer be a decision

problem in which two major decision principles seem to come into

conflict. Explain!

9.2 Newcomb’s problem has little to do with the principle of maximizing

expected utility. Propose an alternative rule for decision making under

risk, and show that it comes into conflict with the dominance principle

in Newcomb-style cases.

9.3 (a) Suppose that p(X □→ Y) = p(¬X □→ Y) = 0. What can you then

conclude about Y?

(b) Suppose that p(X □→ Y) = p(¬X □→ Y) = 1. What can you conclude

about Y?

9.4 In the Paul-and-the-psychopath case we stipulated that the number of

psychopaths in the world was known to be small. Why?

9.5 (a) Suppose that p((X □→ Y) | X) = p((¬X □→ Y) | ¬X) = 0. What can you

then conclude about Y?

(b) Suppose that p((X □→ Y) | X) = p((¬X □→ Y) | ¬X) = 1. What can you

conclude about Y?

9.6 Death offers you a choice between $50 and $100. He adds that if you

make a rational choice, he will kill you. What should you do? (You think

$100 is better than $50, and you have no desire to die.)

Solutions

9.1 The dominance principle would no longer give the decision maker

a reason to take both boxes. Hence, we would no longer face an appar-

ent clash between the dominance principle and the principle of max-

imizing expected utility.

9.2 Here is an example: Suppose you think improbable outcomes should be

assigned less weight, proportionally speaking, than very probable out-

comes. Then a similar conflict between dominance and the new rule

would of course arise again.

9.3 (a) Y will not occur, no matter whether you do X or ¬X.

(b) Y will occur, no matter whether you do X or ¬X.
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9.4 Otherwise the temptation to press the button would not give him new

evidence for thinking that he is himself a psychopath. If nearly every-

one is a psychopath, it is likely that he is one too; hence, he should not

press the button in the first instance.

9.5 (a) No matter whether you were to do X, Y would not be the case no

matter whether you did X or not.

(b) No matter whether you were to do X, Ywould be the case no matter

whether you did X or not.

9.6 If your choice is rational, Death will punish you. This indicates that you

should try to do what you know is irrational. But can it really hold true

that you should do what you know to be irrational?
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